
 

 

 
Part 2 of supplement to “..field cycling device...” by Redfield, JBNMR (2012) 52:159   
Four figures for this section are in a separate pdf file “Figures for part 2”. 
Computer listings with comments are in “Part 3”. 
GENERAL DESCRIPTION 
 This section is written for the potential copier of aspects of our work, and 
describes (less than files in Part 1)  the current one (2013) at Brandeis..  Software listins 
are in part 3. 
Disclaimer 
 Material herein is not patented and has not been the subject of any patent 
application or preliminary patent application by us.  We do not know whether or not 
anything described here has been previously patented or is part of any patent application 
by others. 
 
 Abbreviations 
IMLCBE, If my life could be extended (about 10 years) 
AR1, description of earlier version in A. Redfield, Magnetic Resonance in Chemistry, 

 Vol. 41 p. 753-768 (2003) 
AR1S, on-line supplement to AR1, hopefully on my Brandeis website,  

redfield@brandies.edu.  
AR2, description of "final" version of the shuttler, J. Biomol. NMR vol 52, p. 159-177  

(2012) 
AR2S supplement to AR2 on my website, which you are reading 
LCM  Longitudinal loose connection module, to reduce vibration coming via the push 

rod.  See section 4C of AR2, with a cartoon (Fig. 5) therein.  
Vexp:  what varian calls "experiment", one of up to 100's of, sort of, isolated 

memory and software (workspace?).  When I say "experiment" below it means 
what it means to any scientist. 

AGR or AR me, the author, planner,  and part constructor and programmer 
AMRW Annemarie Rom-Weissbach professional free-lance programmer who wrote  

most of the MP and PC programs. 
Machinist Frank Mello, who makes beautiful things for all the bio departments of 

 Brandeis and for our important physics supercollider participants as well. 
MRA  Maximum rated acceleration of the servomoter, continuous. 
PC, IBM-style personal computer. 
MP, microprocessor, in our case on a microchip "Explorer 16" development board. 
K & R Kernighan & Ritchie “The C Language” 2nd edition. Incredibly  clear & concise 
OD, ID Outside, inside diameter. 
d1 recovery time at the beginning of each NMR cycle. 
d2 relax-time that is arrayed within each Vexp between prep and observe parts of 

each programmed pulse sequence. 
T1 Nuclear spin relaxation time= .05 to 10 sec for many of our samples 
R1 Nuclear spin  relaxation rate = 1/T1 
G Acceleration in units of acceleration due to gravity at surface of earth 
Inch  or  ( ”  )   25.4 mm 
ISR Interrupt service routine 



 

 

LED.  Light-emiting diode 
PLDs Programable logic devices 
RFI Radio frequency interference 
Servo. Servomotor.  It uses internal feedback to get where it is supposed to be. Ours has 
integrated control elecronics, from JVL (Denmark).  It emulartes a stepper but is faster at 
high speed and less prone to catastrophic loss of control than a stepper motor which we 
used for several years (never described). 
ZD  Circuit across each Helmholz coils to limit switching voltages spikes. 
Slang, and English Units.  I apologize for occasional use of English units; it makes it  
easier to specify some items we buy in lumber or hardware stores.  I occasionally use 
words (slang) from the U. S. carpentry, mechanical engineering,  or electronics worlds; if 
need be you can probably decipher these by accessing the on-line catalogs of McMaster 
Carr or Newark electronics or one of their competitors, and Horowitz and Hill's book for 
electronics. 
CONFUSION: I what follows I will refer to Fig.1 to Fig 4 without any location to mean 
hand drawn figures in the separate PDF file “Figures for part 2”.  In other places I will 
refer to figures in the poaper AR2 as, for example, "Fig. 1 in AR2". 
 
 General.  This is the current and nearly final result of more than 10 years of  
development, started when my excellent student, Dmitri Ivanov, got a postdoc and could 
leave.  (The actual development time was less than ten years; except for the first years we 
spent a lot of exciting time on active research utilizing it, especially in collaboration the 
Prof. Mary Roberts and her group at Boston College.  See AR2 for a review.)  A 
preliminary motorized version that used a stepper motor and had a bafflingly complicated 
PLD-based controller was in use for ~3 years starting around 2007 and was never 
described.  The prior all-pneumatic version described in AR1 appeared to denature 
proteins, for reasons that were not established   Pneumatic shuttlers (used probably first 
by Strombotne and Hahn and called by them the "post office experiment") subject 
samples to uncontrolled landings with cushioning that may exceed 1000 G's  We strongly 
urge use of the MP controller as more versatile and simpler to use than a PLD controller, 
and the servomotor as faster at high speed.  This report will not generally describe the 
reason for every decision I made in developing it but I urge the reader to consider 
carefully any contemplated departures.  Its development owes much to the prior work of 
many others including  R. V. Pound,  R. Kimmich,  R. G. Bryant,  H. Vieth, and their 
coworkers, and especially S. H. Koenig.and his collaborators Rod Brown and Walter 
Shillinger.  
 With almost no exception, the commercial suppliers mentioned below were 
chosen more or less at random without careful consideration of possible competitors, and 
I both compliment and some cases criticize them here.  However, these are from my 
experience, only, and similar criticisms might have been made of competitors, or it may 
well be that those faults, that I describe, have been eliminated.  This device was designed 
for a rather standard Varian Unity+ 500 MHz instrument and I may often refer to it as the 
"Varian.."  and not by the name of "Agilent" which now owns the former Varian 
Associates and may now provide upgrades to older machines.  We also have 400, 600, 
and 800 MHz instruments on-campus and I occasionally contemplate what simple 
modifications might be needed to use these for cycling, as would be desirable, but these 



 

 

will be fairly obvious once you have absorbed this report, and are not generally included 
here. 
 You are reading Part 2 of this on-line report.  Part 1 includes verbatim copies of a 
User's Instruction Manual, an Installer's Manual and Service Manual. The reader might 
now be helped by skimming these and our papers AR1 and AR2 and the on-line 
supplement to AR1  (AR1S) and/or having printed versions handy while reading the first 
sections.  The present section should not be read with the expectation of instant full 
understanding unless you are in the throes of actually designing or building a close copy.  
But in that case a careful reading might avoid making some of the same mistakes that I 
made.  
Hardware.  This is a prototype, but a reliable working one.  It looks like a prototype, 
with many loose wires and crude construction.  But it is ready to be copied in a neater 
form by either a commercial maker or individual user.  However, this is not a "how to" 
manual; the planning and construction of the next version, if any, should be directed, and 
largely planned and executed, by a person with a good sense of hardware design (more so 
than that of many physical chemists), and scientific application.  For this reason I do not 
include much detail about the mechanical construction. 
 I avoided any use of PLD’s in this version mainly because they would not have 
made much difference except in a few places; in addition, many readers other than 
professional digital designers are not so familiar with them.  The design is conservative in 
other ways, since I was not familiar with more modern advances in electronics. 

 Besides the tremendous contribution of our programmer AMRW, I was greatly 
aided by our fine machinist, Frank Mello, who also made several key design suggestions.  
 Overview.   Our paper AR2 gives a detailed description of the linear motor; the 
connections to the sample; the sample sealing procedure (also see AR1 and AR1S); the 
shuttle tube sections, and the frame.  I will not repeat these and you should read them as 
carefully as needed.  The  tower  relay rack is the same one described in AR1 but much 
simplified, and now has only solenoid valves, low pressure regulators, pressure and 
vacuum regulators, and error-sensing  devices related to them.  It sits semipermanently on 
the side of the magnet away from, and to the right of, the view in Fig. 1 of AR2.  
(Semipermanently here refers to the fact that there is sufficient room for us to leave our 
stuff around the magnet without arousing any great complaint from other users or 
engineers.)  The tower also serves as a convenient support for various wires and cables 
that run from the main rack to the floor and then to the Varian rear or other utilities.  The 
main rack is two of the Bud aluminum relay racks (Bud ARR 1272-NF) bolted together 
at the bottom back-to back with heavy aluminum angle stock, and on wheels.  It has 
almost all the electronics and the PC, and is now seldom moved.  A nice wooden trough 
made of 3 "1 by 3's"  (wood stock about 2cm by 8 cm),  nailed together, sits on the frame 
at one end and the main rack at the other and can be walked under by most people (not 
yet tested by A. Bax!) wanting to get from the Varian console to the main magnet’s 
access stairs. 
 The fork lift allows me to lift the linear motor assembly on to, or off of, the rack 
without having to find a strong grad student or two.  It was adapted from another Bud 
relay rack by me and built in 2 days. It is probably the only manually operated fork lift in 
the world and I am very proud of it. It also has wheels, and tines about 25 cm long that 
are raise by human/rope power to about 2 M height where they can be locked firmly to 



 

 

mate nearly perfectly with the rails of the frame.  The linear motor assembly can then be 
slid by hand between the rails, and lifted and clamped on to whichever it finally sits on.  
When it is clamped to the fork lift, then the block and tackle (with 4:1 mechanical 
advantage) lets me lower or raise the linear motor between ~2 meter, to or from ~1 meter 
height where I can lift it off without help.  Incidentally the servomotor seems not to be 
damaged by passing through fields of the order of 0.05 Tesla in this process.  After the 
linear motor it is lowered to ~1 meter it can be rolled away, clamped to the fork-lift, for 
service or modification at a nearby bench in the NMR lab. 
 There are a few drawings in the PDF "Figures for part 2" file that show how some 
things are made, in lieu of detailed drawings.  Included below are also suggestions for 
mostly minor changes that might be considered for servo shuttlers of the future which I 
would perhaps build IMLCBE. 
Tower. Higher pressure and vacuum (~.5 bar) are brought via light fabric reinforced 
flexible plastic (~1 cm ID) tubing from pre-regulators on the wall fed by the main dry-air 
pressure source for out chemistry NMR facility, and a home-built vacuum source based 
on a good quality (Jun-Air, Switzerland) oil-free pump. Jun-Air  sells lots of similar 
pumps to dentists who like reliability just as much as you do.  The vacuum  is possibly 
not really needed to have, but it saves an inch or two in total height and helps the 
servomotor accelerate the sample up as well as down.  More important, at the end of its 
upward travel where the sample is being decelerated at about 10 G’s, and the sample is 
most likely already up against the upper end of the flexible sample longitudinally loose 
connection module or LCM (see AR2 to learn what that is), the vacuum helps assure that 
the sample is at the upper end of the ~9 mm movement allowed by the loose coupling.  
The vacuum pump feeds a reservoir of about 5 liters volume, and is regulated roughly by 
a commercial regulator to turn it on and off.  In previous labs I have mounted it in a 
sound-reducing box but our NMR lab is so noisy that this is pointless. 

The pressure/vacuum are each final-regulated by small manually adjusted 
regulators (Cole-Parmer for vacuum, and Noshok for pressure), with subsequent 
reservoirs (Omega engineering oin the reservoir for pressure, 3 inch plastic plumbing 
tube ~1 M long for vacuum) and indicator dials (included on the tank for pressure; 
included with regulator for pressure.)) The solenoid valves (Red Hat) on the outputs of 
these regulators are separately switched on when needed in the cycle, and both off during 
during the first part of the recovery delay d1. Inexpensive pressure sensors make error 
lights light if either the input gas or pressure is not on.  These, and driver circuits for 
solid-state relays driving the solenoid valves, are on a small circuit board on the tower.  
The air inputs/outputs of the solenoid valves are combined into a  ~1meter-long gum 
rubber tube that goes from the top of the tower to the quick-disconnect at the top of the 
shuttle tube (that is, to the top of the shuttle tube "extender" (as it is called in in AR2)).  
The rubber tube has a wire taped on it that comes from the error electronics and goes via 
a short cable to a dummy BNC connector on the fan assembly where it is grounded when 
connected to a BNC connector that is grounded, on top of the Fan assembly. This wire 
goes back to the error system, and an error light lights on a circuit board on the tower if 
the cable is not connected.  This error signal is desirable because it is easy to forget to 
connect the rubber tube that supplies the low vacuum and pressure to the top of the 
shuttle tube; these assure that the LCM is in a definite state during relax-time and readout 
FID.  The three error signals mentioned above are or'd together to a single line, by logic 



 

 

on the circuit board, and the result goes in a wire in a 5-conductor cable to the main rack 
error card.  This cable also carries the 2 input lines that turn on the solenoid valves (via 
solid-state drivers) under MP control. [Note July 2013:  I expect that the 3 error wires 
will soon be joined by a 4th line, which will be high if the pressure that drives the main 
magnet's shock absorbers is "ON'.  We always run our system with the shock absorber 
pressure off.  See below.] 

The main power switch for our entire shuttler is on a 110 V. AC power strip on 
the tower's side.  It also supplies the tower's 24 volt supply.  
 The fan for cooling the Helmholz coils is a ~15 cm dia. 1 amp 24 volt DC 
pancake version powered by a ~2 M cable from the 24V DC supply on the tower.  This 
supply also powers the solenoid valve and logic of the tower.  The fan is mounted in a 
small square aluminum frame slightly smaller in outside dimension than the space 
between the long rails of the main frame (that surrounds the main magnetframe), and is 
designed to be easily lifted, while in its small frame, by hand into or out of the rails of the 
main frame (while the fan power is off!) When installed, the fan sit with its front a few 
cm from the Helmholz coil pair and its back facing one of the three posts of the main 
magnet that supports the latter's liquid nitrogen chamber.  When not installed, the fan sits 
on the base of the tower. 

Main magnet leg de-vibration pressure. We turn off the raising pressure of the main 
(11.7 Tesla) magnet when we install our system, and on again when we un-install.  This 
pressure is used by the shock absorbers which are a useless waste of money, but heads 
would fall if it was noticed that we forgot to turn it on.  We expect to install an 
inexpensive pressure sensor switch on the pressure output line to the legs, electrically 
connected so that a squeal alarm which will sound (or the error line just mentioned will 
light up) when we are running and the pressure is not on, or a blinking light will blink 
when we are uninstalled and the leg pressure is off.  This alarm knows whether the 
shuttler is installed because if so it receives a 5v signal on a line from the tower. 
Linear motor.  See AR2.  The top of the tall linear motor used to shake a lot, to the 
distress of various visitors, but not to me.  I explained why not, in AR2. It shakes less 
now, I don't know why. Part of the shaking may be due to the fact that the servomotor's, 
and timing belt's, angular momentum is not balanced as it is in modern car motors.  I 
have contemplated having two servomotors operated in synchrony in opposite directions, 
each indedpendently driving one timing belt, with the 2 belts also on opposite sides of the 
linear motor assembly, to balance the angular momentum.  But this would probably 
considerably complicate the installation-de-installation of the linear motor assembly, 
which is now very simple. 
 The Taiwan group of Tai-huang Huang have built a shuttler based on a different 
and ingenious design wherein the timing belts are partly inside the 50.8 mm bore of the 
magnet (Chow, C. Y. et al., J. Magn Reson. Doi:10.1016/jmr.2011.12.00`, (2011).  This 
was done in part because of the low ceiling of their laboratory, but it also calls into 
question  the need for some of our precautions to reduce vibration.  The question 
becomes more plausible because much if not all their work has use HSQC-type 
sequences with proton detection, for which vibration is even more of a problem than for 
most of our work using 31P or 13C detection which lack the problems of a strong solvent 
signal. 
 We like the timing pulleys and belts that we use (type HTD5, 5 mm pitch, 9 mm 



 

 

width belts and 16 mm wide pulleys) from www.qtcgears.com,  and it does not seem to 
matter that the pulleys are too wide.  They are relatively light and do not contribute much 
to the inertia of the system, but their hubs are made of moderately soft aluminum which 
fails after several 100,000 reciprocations of the linear motor.  With either the (worthless) 
set screws that come with these pulleys, or use of the standard available spline, the 
aluminum cold-works and failed within months.   

Finally the machinist solved this problem, by making (Fig. 1) a hat-shaped brass 
insert whose "top" (if it were a hat) is press-fit into the axial hole in the aluminum hub of 
the pulley which was first enlarged by him from ½ inch to ~3/4 inch.  He press-fits this 
hat into the hole of the pulley by first cooling the hat in liquid nitrogen (but not the 
pulley). (Before this he machines-off  the protruding hub of the pulley that contains the 
hole for the useless supplied set-screw.)  The press-fit transmits the torque from the hat to 
the pulley.  The "rim " of the hat is about 5 mm thick, and, onto its outer side, is clamped 
(on the opposite side from the pulley), with two 8-32 hex-head screws,  a standard 1/2 
inch stainless steel clamp-on collar (McMaster 9421T7).  The screws squeeze the collar 
onto the hat, and friction between these (and not the screws themselves!) transmits the 
torque between the collar and the hat.  These screws thus just squeeze the hat rim and the 
collar together so that they transmit the torque to each other directly. The two 8-32 
screws pass through holes drilled parallel to the shaft axis in the face of the collar, and 
into threaded holes drilled in the rim of the hat. The collar is, in turn, squeezed onto the 
1/2" main drive shaft by the usual off-center clamping screw that is standard with these 
collars.  The overall idea is to separate, as far as possible, the conflicting requirements of 
shaft-squeezing and torque-transmitting, and eliminate problems due to the cold-working 
of the aluminum, without a significant increase in rotational inertia.  The two axial screws 
and the collar's transverse screws were initially tightened by us alternately, in a series of 
small increments, but eventually it was found possible to leave the axial ones tight and 
just to loosen the collar's transverse screw when needed (rarely) for routine maintenance.  
Initially I got the machinist to tighten these screws, using his long experience to not-strip 
the screws, but now I tighten myself, to the maximum I can do with a moderate-sized 
Allen hex wrenches.  The machinist does not believe in torque wrenches, and the one that 
I used to own was stolen in the chaos of tearing down my former labs, Kalman and 
Friedland.  Thanks to B. Madoff, these are now replaced by a nice science stock-room, 
and a lovely parking lot in which I can no longer park. 
 The two shaft couplings seem to work without slippage or other known problem 
for at least year (about 2 million round trips). There could also have been slippage trouble 
with a 14 mm-to-12.7 mm rigid shaft-to-shaft coupling (adapter) which we got from 
McMaster to replace a flexible shaft coupling first supplied to us with the servo as was 
needed because the servo's shaft is 14 mm and we already had a 1/2" shaft (don't use a 
flexible one like the one that they supplied to us.  It destabilizes the servomotor and 
required turning down the servo gain unacceptably! The machinist did his job well, 
of lining up the shaft bearings and motor, and a flexible coupling is needless!). The 
machinist looked at the rigid one and felt that it too was poorly designed in that it had the 
same conflict as that in the supplied pulleys, of using a single screw for adjusting both 
squeezing and torque transmission.  He improved it by judiciously deepening the slot in 
the middle whose plane is perpendicular to the axis of rotation.  As originally supplied it 
cut half way through the shaft coupling; and he deepened it by about 2mm.  We have not 
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had trouble with it since he did this.  This shaft coupler was probably needlessly strong as 
supplied, for our application. 

The servomotor is a MAC 400 from JVL, Denmark.  We had good service from 
the US supply agent for JVL when the motor gave trouble while we were in early stages 
of developing its installation. We had to send it twice to Denmark to fix a difficult 
(intermittent) problem, very likely brought on by an error we made, but each trip took 
only 3 weeks round trip of which probably around 2 weeks is air shippingl and customs.                      
 Problems that might have been avoided by JVL were: #1.  The 120 V AC 
supplied directly to the integrated control electronics within this motor was supposed to 
be supplied by an expensive shielded 3 wire cable cable that they insisted I needed, and 
their instructions told us to have a remote box on the far end of this cable with an RFI 
filter inside.  I did not like the idea of shipping noise around in the lab and anyway I 
discovered that (to the surprise of the US agent of JVL) that the shield of the 120V AC 
cable, that they supplied,  was not grounded at the motor end.  Temporarily grounding it 
with braid and tubing clamps reduced the level of RF noise made by the motor, but I 
ordered a small Bud "convertabox" and managed to mount it on top of the servomotor 
with, inside, a cheap (~$15) RFI filter inside and a standard HP-style 3 wire 110V AC 
male connector on the back end.  The motor now makes less RF noise than that from the 
fluorescent lights, etc. in the NMR lab. I eventually used used the 3rd, grounding, line of 
the cable as a reporter ("I'm connected") line as part of the error system (see below), since 
this wire is not required because the shuttler is not a hand tool and there are many other 
ground paths for safety, from the main magnet and frame to the main console.)  I am 
surprised that this shield wss ungrounded as supplied because it should make this servo 
forbidden for medical applications.  It may be a cultural thing; an older technician here 
told me he was trained, somewhere, to leave such cables on motors ungrounded at one 
end in order to avoid some problem in case the motor's coils shorted out. Does not seem 
safe?????  Problem #2: The documentation from JVL was awful, though possibly 
complete, because they provided a single manual for all their servo motors and you have 
to keep looking at labels on each page to not waste time.  Some nice features are marked 
as “under development” and only by trial and error do you find out which ones will work 
for you because they never are developed (?}.  Meanwhile they keep sending brochures 
telling me they can now control 1024 motors at the same time using wi-fi. 

Despite these criticisms I must say that the JVL servo has run without trouble for 
years once we got it working.  They do have good setup software and you can change 
feedback gain and lag parameters easily via a strange but working version of RS232 
communication that they supply between the PC and the motor.  Once the parameters 
were set we did not have to keep this RS232 cable connected for a year or more.  The 
following will not make much more sense to you than to me unless, perhaps, you are part 
of the servomotor in-group, but these parameters, in some obscure servo language, are: 
mode, “Gear”; damping, low freq; position/velocity filter and stability both ½ way 
between lowest and highest values; feed-forward type dyne. 2; load factor 1.0  .   Then 
the motor "looks like" a stepper motor except it has much more torque than a stepper at 
high speed and does not have the feature (of steppers) that they have to stay within about 
1/2 step of where they are supposed to be or they totally loose control. Instead, the servo, 
in  the stepper emulation mode that we use,  will exhibit a few steps (each of one mm 
motion of the timing belts) of overshoot or undershoot which is not fatal in view of our 



 

 

use of the longitudinal loose coupling module (LCM) (see AR2 to find out what that is).  
Future shuttle builders using servomotors might be well-advised to spend the 

extra money for an integrated high-resolution angular position readout system within the 
servo, at least on development versions. We did not do so. 

All the components (hats, collars, screws) mentioned above are stainless steel or 
plastic, not because we are worried that they will spoil the field of the main magnet, but 
that we worry that any small magnetic parts will fall into the magnet and be hard to 
remove.  The servo is of course a magnetic object but does not seem to interfere with 
shimming, nor does it seem affected by the ~0.02 Tesla field where it is mounted. 

  The size of the drive pulleys (~3.42 cm radius)  is important; increasing it 
increases the maximum linear speed  but decreases the force that the motor can exert on 
the belts, thereby increasing the time needed to get to the maximum speed.  For a given 
distance the optimum pulley size appears to be such that the system just reaches its 
maximum speed at maximum acceleration, and then, after ~zero time at maximum speed, 
it decelerates, again at maximum deceleration, arriving at its intended destination with 
zero speed.  As we will see, by programming with these limits as given by JVL using an 
estimated mass based on weighing the belts and pulleys, we have by good luck chosen 
just about the right sized pulley optimized for the longest travel, ~880 mm, for our 
system.  Generally the longest travel is the best to optimize because much interesting 
variation in nuclear spin-lattice relaxation time occurs at the very low magnetic fields at 
the end of the longest trips.  The maximum speed of the motor is rated at 3000 rpm and 
with 40 teeth per 1 turn, each occupying 5mm of the wheel diameter, the maximum linear 
speed of the motor is rated to provide is 10 M/sec.  The maximum torque the motor is 
rated to deliver continuously is 1.3 Newton-meters.   We stick closely to the motor's 
printed ratings since we can't afford trouble.  For a maximum torque of 1.3 Newton 
meters a 3.42 cm pulley delivers (1.3)/(.0342) = ~37 Newton force on the belts. The mass 
of the belts, plus the outer parts of the pulleys was about 0.44 Kg, of which the 9 mm 
belts contribute about 1/3. The inner parts of the pulleys and the motor rotor increase this 
effectively to about 0.5 Kg.  The maximum rated acceleration (MRA) is then 37/0.5=74 
meters2/sec.   

On the basis of intuition and the friction reported in early tests with JVL’s test 
software, we decided that extra force, required because of friction, was small compared to 
the force needed for inertial acceleration as estimated above, and we decided to ignore 
friction until later (never?).   

According to JVL, their motor can exert more torque than that stated above if it is 
not operating continuously (if it operates at  "low duty cycle").  While they do not say 
exactly what that is, it seems likely to apply to us with high-torque applied twice each 
cycle for a maximum of 250 msec during runs that typically have d1 delays of 2 sec or 
more (~12% duty cycle).   They allow us to apply up to 3 times their MRA for low duty 
cycle operation.  Therefore, we programmed the times between advance-strobes given to 
the motor to give three times the MRA at the upward-accelerating first part of the upward 
journey, and four times the MRA during the deceleration last part of the downward 
journey.  The latter slight excess, over the low-duty cycle rating stated by JVL, is 
probably permissible because the kinetic energy of the belts and wheels is mostly 
dissipatede by a resistive load, and not by the motor. 

During the final upward deceleration part, and the initial downwar acceleration 



 

 

part, of the motion we exceeded the MRA by less than for the other parts of the travel, 
only by 1.5 and 2 respectively.   To learn why, read AR2; this is an anti-bubbling feature.  
To learn how, read the software section below. This anti-bubble feature lengthens the 
time for a trip of given length trip by about 20%  I think. 

The Taiwan servomotor shuttler (Chou et al., J. Magn. Reson.2011) did use the 
same magnitudes for acceleration and deceleration and they have not reported problems 
with bubbles, so perhaps our practice of using different values is not needed;  however 
much of our work has involved model-membrane vesicles and micelles (which are soaps, 
prone to make bubbles) so perhaps it is a good idea or at least a good option.  

From the equation  x = (1/2)At2  (where x is the distance gone by a particle 
starting at rest and undergoing constant acceleration A during time t for distance x starting 
from zero, you can do the math (with acceleration three times the MRA, or 110 
metersd/sec2 to expect that the time required to move the first mm from rest would be 
about 3 msec.  This is in fact the time of the first delay of the ~800 delays of the upward 
trip, and of the last delay of the upward trip.  You can verify by looking at the edited file 
“16micro-08-10-delaysx.h”  (which I placed in part 3 (look for 3 pages of almost solid 
numbers))  that these times are about this value by dividing the values in the delay file by 
16000 (which is the clocks per millisec of the microprocessor's internal timer used to 
generate these delays).  We will describe how the whole parabolic acceleration and 
decelerations were computed and executed later.  The round trip time for our maximum 
distance of ~880 mm is about  360 msec.  This time might be reduced perhaps by 20% in 
various ways, especially by reducing mass with less heavy timing belts (HTD3?), pulleys 
hand-made from titanium, a specially made squat main magnet like GE used to supply, 
etc,  but I bet a round-trip time of around 200 msec will not be beaten for this general 
distance of travel, and is a function of what modern engineers can do with modern motor 
magnet technology.  This does not come near to the round trip times for all-pneumatic or 
switched cyclers, of the order of 100 msec for solid pneumatics and millisecs for 
switched ones, but these have drawbacks limiting them to other applications as I have 
already outlined elsewhere. 

 I avoid calling our kind of system a "fast" field cycler, though it is pretty 
impressive and useful, because Gianni Ferrante, whose STELAR company makes state-
of-the-art switched-coil cyclers that work in sub-millisecs, likes to reserve "fast" to 
describe those cyclers alone.   

By using a JVL MAC 800 which supplies twice the torque but has the same 
maximum speed rating as the MAC 400, and a pulley 21/2 times in diameter, we would 
get a decrease in time of 21/4 ~ 20 %.  This is feasible, but not much improvement. 

The base of the linear motor (see fig.2 of AR2) is designed as far as possible to 
have the front side of the linear motor assembly (by “front side” we mean the direction 
from which Fig.1 of AR2 is taken) be open and accessible to the user and installer. This 
base is made mainly of 3 vertical slabs of 12.7 mm aluminum carefully machined and 
aligned together to make 3 vertical sides of a box, open at the front side.  One slab holds 
a US standard NEMA sized hole to hold the stepper motor, at one end; and the other 
opposite one holds a bearing for the distant end of the main ½ “ shaft  (this bearing is 
actually on the outside of the base slab, in a less heavy end piece that is easily removable. 
and whose outside cylindrical surface mates precisely with a hole in the outside of the 
slab, making occasional disassembly, and alignment, considerably easier).  The side slabs 



 

 

are 17 cm apart on their insides, barely enough to fit the pulleys, etc. between..  The 
longer vertical back slab connects the two shorter slabs and all three are 100 mm high; 
however the longer slab is built up in the center to a height of 170 mm to help support the 
1.5 inch square bottom of the mast whose top holds the upper pulleys.  The pulleys are 
placed on the long shaft which is 1/2 " in diameter and whose center is 50.8 mm from the 
inner surface of the back slab. There is a third bearing for the main shaft, mounted on a 
lighter slab, between the mast and the pulley that is closest to the servomotor, to relieve 
the force of the belt tension that otherwise would be borne to a large extent by the 
servomotor.  The fourth side of the base is a light horizontal strip attached to the front 
bottom of the two shorter, thick, end-slabs of the base.  This strip, and the opposite 
heavier long back-piece of the base, each provide a long lip which extends down below 
and between the tops of the rails by ~3mm, and separated by 190 mm which is 3mm less 
than the inner spacing of the rails.  These lips make it much less likely that the installer 
will accidentally push the linear motor over the side of the rails far enough to make it fall 
off (this nearly was done, once, by AR before these lips existed), while still giving some 
freedom to adjust the horizontal position of the linear motor, before it is clamped in 
place, relative to the shuttle.  The axis of the glass shuttle tube is 86 mm from the nearest 
(back) inner surface of the base, so that its outer surface is only about 73 mm from that 
surface.  Unfortunately much of this space is occupied by the bottom of the mast (below) 
which is 38.1 mm thick. 

Gentle reader, you may well be baffled by all the information just given but may 
be willing to believe that there is barely enough room for everything to fit together.  The 
current outside length of the base is 20 cm and might well be made about 3 cm more in 
future shuttlers.  The length of the rails would then have to be extended an 
inconsequential amount.  The inner distance between the rails is only 193 mm even 
though the distance available on their outside, between the two larger-diameter upper 
tubes of the main magnet shell, that contain its supports for the magnet itself and its 
helium supply and vent tubes, is ~304 mm. The base of the linear motor assembly should 
be made wider, as would be generally desirable to get more room, but no so wide as to 
allow vibration of the linear motor to be transmitted directly to the main magnet by 
contacts between the shell of the main magnet and the base of the motor. 

The prominent mast that is connected strongly to the back long base slab consists, 
at the bottom, of a 53 cm - long section of 1.5 " square "T-slotted Framing System" rail 
stock (McMaster-Carr) that is useful because it is easy to mount and change various side 
structures, such as the optical detector that reports when the sample is at the center of the 
main magnet. Above this is a section of 1 1/2 " square hollow structural aluminum stock 
whose length is about 60 cm.  A top section 40 cm long is 1 " square "T-slotted" rail. 

Close to the top of this uppermost mast component we have attached machined 
small holders each having short horizontal 1/2" shafts machined-in, and over each of 
these shafts we slide lever arms (with Oilite (oil saturated) bronze bearings) that extend 
horizontally, in one direction to hold smaller timing belt pulleys (plain idler pulleys 
would probably work just as well) over which the long main drive timing-belts pass at the 
top (Fig2).  The axes of the pulleys are ~70 mm from the axes of the shaft that holds the 
lever arms.  The other ends of the lever arms are about the same distance backward, from 
the horizontal shaft that supports each lever, as are the pulleys in the forward direction, so 
that the total upward force exerted on the each belt is the same as the downward force 



 

 

exerted on each of these arms by springs.  This force is transmitted (Fig. 2) though a short 
trimmer turnbuckle on one side, and a fixed-length connector on the other,  to holes in a 
common light triangular slab of aluminum.  These holes are near the upper corners of this 
slab and spaced horizontally to match the horizontal distance between the two lever arms. 
The upper edge of this slab is adjusted, by use of the trimmer turnbuckle, to be 
horizontal, and a third hole at the lower apex of the slab, below and halfway horizontally 
between the two upper holes, is attached to a  larger single turnbuckle, supported at the 
bottom by a strong horizontal member attached to the lower section of mast. This large 
turnbuckle is adjusted to vary, ultimately, the tensions on the two levers and to the belts. 
These will be equal when the aluminum slab's upper edge is horizontal, as is achieved by 
adjusting the trimmer turnbuckles This is a vastly superior way to tension the belts than 
tensioners available commercially.   

We have absolutely no idea of what a timing belt's tension should be, so we 
tighten the large turnbuckle until we are bored and/or fatigued.  We can then estimate the 
tension we use at about 10 KG force on each belt (in other words, 10 KG force exerted by 
one belt on one pulley),  by use of a wonderful old spring "balance" that the machinist 
inherited, probably left over from the time in the mid-1930's when Brandeis was an un-
accredited medical school and our beautiful castle was built.  We hook the spring balance 
to the center of one of the vertical belts and pull horizontally, until it deflects the belt by 1 
inch, and note the reading on the balance.  We then use the vector-based formulae of 
physics to calculate the tension.  Get help from a physicist.  

The crosspiece, that connects the two belts transversally together, and to the push-
rod, is made of strong plastic (Kynar) and is ~30 mm high, ~12 mm thick, and about  mm 
wider than the distance between the outer edges of the belts (Fig. 1 of AR2). The 
coupling from the crosspiece to the push-rod consists of a vertical hole slightly larger 
than the outside diameter of the brass end piece of the push rod (~9 mm), and a horizontal 
hole (~4 mm) for a 10-32 screw to fit through.  The retaining pin that fits through this 
hole always falls on the floor and is lost but the simplest is to buy a 10-32 set screw 
(brass, stainless steel plated) l inch long with a thick flat knurled end (Small Parts Inc.).  
The brass plate that holds this pin in place is  ~1.5 mm thick, 13 mm high with holes at 
each end.  Through these can pass two studs (short threaded rods) each of which screws 
into the kynar cross piece at one end, and through the holes on the brass plate on the 
other, and which are spaced far enough apart to allow the end cap of the retaining pin to 
pass between, and which hold brass wing nuts on studs that screw into spacers attached to 
the cross-piece, to tighten the plate onto the cap.  One of the holes is made cut open at the 
lower side so that the pin and push-rod can be pulled out successively by just loosening 
the wing nuts which would otherwise be annoyingly lost on the floor, and swinging the 
brass plate out of the way to allow the pin to be pulled out.  

The outer ends of the cross piece have flat vertical grooves slightly wider than the 
15 mm timing belts that we originally used, and milled to a depth such that the axis of the 
push-rod is in the vertical plane that passes through the middle of the belts (insofar as that 
can be defined) when the belt is clamped to the crosspiece.  The flat side of each belt 
contacts the bottom of one of. these flat grooves.  The belts are clamped onto the cross 
piece by two vertical plates the latter having 5 horizontal grooves spaced 5 mm apart and 
2.5 mm wide, to match the spacing of the teeth of the HTD5 timing belts, and each of the 
two vertical plates is clamped to the cross piece by drilling 6 holes, 3 on each side, that 



 

 

clear the grooves on the crosspieces and hold 4-40 screws tightened with nuts.  These are 
tedious to remove and replace, but fortunately we do not have to remove them often now 
that the problem of pulley slippage is largely solved.  Of course, one of the pulley 
clamps, to the main shaft, has to be fine-adjusted after theses grooved-clamps are 
tightened (to make the top surface of the cross-piece be horizontal when everything is 
clamped together), but fortunately only one of these has to be un-tightened and re-
tightened .  The six 4-40 screws would be expected to loosen after 100,000's of round 
trips but having 6 of them reduces this possibility as a danger, and we have had no 
problems with them. The wing nuts, that help hold the horizontal pin and its cover place 
in place, have to be tightened with all the finger strength available to most of our few 
users, lest the wing-nuts loosen and fall off during long runs. 

Strong horizontal shoulder surfaces are provided by the edges of plates ~8 mm 
thick, clamped to the mast beyond the normal top and bottom movement of the 
crosspiece.  They are each side-arms bolted firmly to the sides of the mast.  ~5 mm-thick 
pieces of felt are glued with epoxy cement  on top of the cross piece and on top of the 
lower ones of the stops.  They serve to limit the total motion of the belts and push-rod to 
within limits where damage to the probe or other components of the system would not 
occur.  If the servo is stopped (very rarely, due to some error) by one set of these arms, 
the servo senses this condition, and stops itself, and the run has to be restarted.  The 110 
V AC power to the servo then has to be turned off by pushing down one of the 
emergency switches.  The servo recovers within seconds (or minutes if it is overheated), 
after which the data run can continue in some cases. 

The optical detector is a single integrated assembly of a LED and light-sensor 
which is made by Honeywell (HOA1877), and can detect the presence of something 
between.  Important: do not be tempted to buy one of the many such devices that 
incorporate electronic line driver outputs because these often have hysteresis built in 
which then complicates the software (I think). The vendors of these often do not tell you 
this, This small plastic assembly is mounted (Fig.1 of AR2) on a heavy vertical plate 
coupled to the mast, based in part on some short pieces of 1" square "T-slotted Framing 
System" rail stock so that it can be adjusted horizontally and vertically by a few mm. The 
vertical position of this sensor is now difficult to adjust, requiring usually a ladder to 
loosen and tighten in back.  A more convenient design would be desirable as long as it 
could not be changed easily by naïve users.  The height of this sensor compared to the 
main magnet can also be changed by readjusting the lengths of the frame’s legs as an 
alternative, or, inadvertently,  by forgetting to lower the main magnet’s vibration isolators 
(which is why we have an alarm on this function).  

A short piece of plastic board is attached to the nearest end of the cross piece via 
3 of the screws that clamp the crosspiece to the belt. This plastic board passes through the 
light path of the plastic optical sensor when the sample reaches the sensitive region of the 
probe. (Someday I will replace this board with a piece cut from an old driver's licence 
with a picture of me on it.).  Above the Honeywell LED-detector pair is a sort of one-
dimensional funnel made if black plastic the is supposed to facilitate moving piece of 
circuit board into the relatively small space of the optical detector, in case the belts are 
vibrating torsionally.  A tiny circuit board is mounted on the same plate as the sensor, 
holding a single analog comparator chip, which converts the voltages from the sensor to 
low impedance TTL levels for reliable transmission, eventually, to the main rack. A 4 



 

 

wire cable runs from this detector to a complicated-looking jumble of wires mounted on 
top of the servomotor, visible in Fig. 1 of AR2.  This latter assembly is mainly a junction 
point for the 21-wire cable from the linear motor to the main rack and has only a single 
24 V to 5V converter to supply 5 V  to the optical detector.  There is also a handy bright 
red LED hay-wired there that indicates to me when the optitical detector thinks that the 
sample is at or a few mm below the best point for detection of the final NMR signal. 

In summary of the connections of the linear motor:  The 110 V. AC plug on the 
top supplies the motive power to the servomotor (but is not directly connected to the 
110Vac main AC power, but is switched on and off by the "emergency" switches on the 
main console (below)).  The 21 pin connector that sits in the trough is the only other 
connection and only carries only 3 important signal: (i) the advance line to the servo 
which makes the belts move 1 mm every time it changes state (either low to high or high 
to low); (ii) A direction line which determines which way the servo moves (up or down); 
and (iii): the TTL output of the optical sensor, just described, that tells if the linear motor 
is at, or a little below, the best point in the probe vertically.  Other lines are: a ground 
connection which is actually also the shield for the advance line; plus and minus 24 volt 
supply lines for the motor; and a reporter line that tells the error system that everything 
seems to be connected (it uses in part the nominal common line, of the 110 V AC plug on 
the back of the servo, as already mentioned); and an error line from the servo that could 
indicate that the servo  has been insulted in some way.  This function works  internally, as 
far as we can tell, but the actual output line does not work.  (The servo's confusing 
directions explains that these errors will only be reset by removing the 24 volt power to it 
for a few seconds (or for long enough time in the case of overheating of a Helmholz coil, 
for the coil to cool).  This is OK but these errors occur so seldom, and are unreported to 
us by the hardware because the error line is not functional, that we were usually baffled 
when they occurred.  More below.) 

Good grief, what a lot about such a simple linear motor. It really is rather straight 
forward. 
Helmholz pair.  This is introduced in this section mainly because the Helmholz assembly 
is also part of the support system for the shuttle tubes/Hula bearing (see also AR1S and 
AR2.) The Helmholz coils were assembled after AR1 was submitted for publication, but 
are described in some detail in AR1S.  Mechanically they are now unchanged except that: 

 (i) two "thermostat" modules have been added that look like semicondunctor 
chips but actually are (presumably) sealed bimetal switches, and are taped onto each of 
the two Helmholz coils with glass electrical tape.  They open when their temperature 
rises above 90 0 decgrees C., and are wired in series, and also in seris with a latching 
relay that turns off the 110 V AC power to both of the Helmholz coil's computer-
controlled commercial power supplies.  This provides a computer-independent coil-
overheating turn-off system to save the coils.  The latching relay and related components 
are all in the "relay box" on the main console, which is a standard rack-panel-chassis just 
under the small desk of the PC.  A red light on the front panel of this chassis comes on 
when the latching relay is not set (latched on), and it has to be reset by a push button that 
has to be pushed by a human whenever it is off, for example by the installer when the 
power is first turned on, or when overheating occurs.   (This could be automated to set on 
power-on) .  

(ii) The legs of the Helmholz assembly, which sit on the black ring on the main 



 

 

magnet (onto which the top flange appears to be fastened) are shorter than shown in 
AR1S, just long enough to provide space for some air flow from the fan to pass under the 
lower Helmholz coils.  

 Having different depths(iii) AR rewound the upper coil to replace the one that 
Dmitri Ivanov wound about 15 years ago, after it was accidentally burned up a few years 
ago with much smell.  Unfortunately AR was not as skilled at winding as Dmitri, and this 
coil has 25% fewer turns than the original!!.  Incidentally if you want coils made 
professionally contact Ray Nunnally, info@thecoilcompany.com.   Perhaps he would do 
them. 
Shuttle tube, fast coil, shuttle tube extension, and Hula bearing.  These are described 
in AR1 and AR2. The fast coil that reverses part of the low field, for runs less than 0.048 
T (previously 0.055T) is wound on a plastic form nearly the length (about 37 mm) of the 
metal-free part of the upper end of the long (lower) section of the shuttle tube; this form 
is slightly larger than the ~25.4 mm diameter of the outside of the glass shuttle tube itself.  
Its center is supposed to coincide with the point halfway between the Helmholz coils.  
The brass top plate of the shuttle tube was replaced with one machined out of Kynar, to 
reduce interference with the fast coil turn-off, due to eddy currents.  Three short (~1 cm 
long) legs attached to the top plate of the long shuttle tube assembly (not the ones just 
mentioned in paragraph (ii) above), and these legs fit into short cylindrical depressions in 
the top plate of the Helmholz assembly. (There are in fact five sets of these depressions, 
to allow trying different heights of the long shuttle tube relative to the main magnet.  We 
have not used these very much except for the center set.  They are a bad idea, Three sets 
of closely spaced sets of similar holes would be better, varying by in depth by steps of 1 
mm in depth).  
 Above this is the shuttle extension.  It is described in AR2.  It carries and protects 
a piece of the precision glass 0.8 in in ID tube, which we buy from Wilmad.  It is needed 
to provide vertical space for the LCM when the sample is at its highest point at the center 
of the Helmholz coil pair. It does not have to be strong mechanically, nor is extreme 
tightness against gas an issue, but the two pieces of glass must be well aligned where they 
come nearly together. In AR1S we describe how plastic alignment rings are epoxied onto 
these ends; these are further aligned by short machined rings.  These include a shallow 
ring - depression into which the outside of the bottom of the extension fits easily. This 
bottom piece of the extension is connected to the top brass piece by four ¼ inch brass 
rods held on by 6-32 screws that screw into axial tapped holes in the rods.  The latter fit 
into short positioning depressions in either end. 
 The upper end of the assembly is brass and has a 5/8 inch OD axial brass tube 
pointing upward that couples to the lower end of the Hula bearing’s short rubber tube. 
The upper end piece of the extension also has the sideward pointing threaded end of a 
commercial vacuum quick-connect soldered into it, whose mate is on the end of the long 
rubber tube from the tower that carries the low pressure vacuum or pressure air from the 
tower. 
 The lower end of the extension is made of Teflon.  When the extension is 
installed, two large black plastic fingers hold its Teflon end piece end onto the top of the 
long shuttle tube assembly, held down by Allen cap screws extending through elongated 
holes in the fingers.  These are tightened by an axially oriented Allen wrench mentioned 
in the instructions in part 1.  When thse are loosened the fingers can be pushed back (by 



 

 

human fingers) from the center so that the extension assembly can be pulled out (or in) 
when unmounting (or mounting) it. 
 The Hula bearing is described in AR2.   
Push-rod, vertically loose connection, and NMR tube adaptors.  These are described 
in AR1, AR1S, and AR2.  We have recently tried a different NMR tube scheme which 
replaces the previous sample tube and adapter, and will describe this later 
Frame.   The space between the rails now limits the size of the base, which should 
preferably be as large as possible.  The rails could each be about half, horizontally, as 
wide as they now are, and could pass closer inside the fat posts of the main magnet that 
contain the tubes for the magnet itself.  The distance between the latter, on our 500 MHz 
system, is ~305 mm, so the distance between the rails could probably be ~245 mm if they 
were better designed and machined instead of being made of US standard aluminum 
angle..  Felt might be used between the sides of the rails and the main magnet posts (that 
feed and support its liquid He reservoir)  to prevent vibration transfer to the main magnet. 

The top height of the rails (including  ~3 mm-thick strips of Teflon attached to the 
rails on top, to reduce the friction of moving the linear motor by hand) is only about 2 
mm above the top surface of the Helmholz assembly.  This height can be changed 
inconveniently by adjusting the total height of the frame by changing the lengths of its 
legs.  The can be done by adjusting four lock-nut-ed 1/4-20 screws on commercial 
modules designed for this purpose (McMaster #6111K47)  which are each attached by a 
threaded hole in the bottom end of a piece of aluminum 1.25” square and ~3.5” high. 
Each of these is attached to the bottom end of  the long lower legs of the frame (the top 
end of one of these legs is visible in Fig. 1 of AR2) via a horizontal holder. 

The top of the top flange of the magnet is 1975 mm above the floor, and the top of 
the frame is 120 mm above this.  The total height of the linear motor assembly is 1520 
mm so that the total required head room is now ~3.5 M.  This could be reduced by a 
number of ways, too complicated to describe here, by a few tens of cm. 

Fig. 1 of AR2 shows a view of one of four of the four lab clamps that we use to 
fix the frame's position transversally, relative to the magnet,  The four similar finger 
clamps used for this purpose are intended to be tightened lightly as a compromise, on the 
one hand, between keeping the linear-motor’s position more or less fixed relative to the 
main magnet with ~ 1 mm tolerance, and one the other hand, isolating vibration.  These 
four clamps each grasp one of four heavy vertical tubes, which are in turn clamped 
securely to the lifting tabs on top of the magnet, via four specially designed odd-shaped 
pieces of brass made for this purpose. 

The long length of the top rectangle of the frame, and lengths of the shorter ends 
that extent beyond its edge (as in AR2, Fig.1) were determined by finding places, on the 
floor, for the legs as close as convenient to the center of the frame, but not running into 
magnet supports and the like, that are in the way.  The horizontal positions of these legs 
are not critical but should be more or less fixed in some way, to facilitate re-assembly of 
the frame in case it has to be removed..  In our case we fastened small horizontal pieces 
of 3/4" plywood, resting on the lab floor, to parts of the main magnet's base so they 
would not wander more than a few mm, and bought 1.25 ID stainless steel washers into 
which we drilled small holes, and screwed them to the wood. Into them we place the 1 " 
diameter feet of the commercial leg-height screw modules mentioned earlier. 
The truth.   It is that getting the heights right in all this is a nightmare. 



 

 

The sanitized version  is:  We first put a Varian probe on the bench with the 
bottom end of the top aluminum tube (often known for some obscure reason as the 
"stack") that is normally stuck in the main magnet's top. We then pushed an NMR tube in 
a spinner with its bottom at the middle of the active region, as indicated by the depth 
gauge (not the usual place), and stuck it into the stack tube and carefully let it drop.  We 
then pushed everything together and estimated (within ~ +- 1 mm) the distance from the 
bottom end of the of the nmr tube to the bottom of the upper flange of the stack, as 880 
mm.  This is how far the center of the active region is supposed to be from the top surface 
of the top flange of the magnet for either a stock NMR tube with an upper susceptibility 
plug, or a Shigemi or equivalent tube with a glass bottom susceptibility match for a 200 
microliter sample. I then put the stack and probe in the bore and adjusted them according 
to the ritual passed on  to me by Sara Kunz, who learned it in Palo Alto, and clamped the 
movable flange, on the probe, tightly where it was, vowing never to change it.  I decided 
where the Helmholz coil should be, as low as possible provided adequate air would cool 
it and designed new feet (already described above) for the coil so the center of the 
Helmholz coils would be 63 mm above the top surface of the main magnet's top flange, 
as described in AR2.  Long ago I had measured the magnetic field in the bore of the 
magnet as a function of distance from the top, using a primitive method (see AR1) and I 
eventually fed these measurements into an array in the software module "TestoDee" in 
the software section, which is a linear extrapolation routine to give the distance below the 
flange top to get a given field entered as a parameter.  The program subtracts this number 
from 880 +63 [equals 943mm, but plus a little more to account for motion in the lcm), to 
find out how far to go, except that at low field, below 0.048T, it goes the full distance to 
the center of the Helmholz pair. 
 The truth is, that's already a lot of work disrupted by various things.  The point 
where the sample goes, when a software module called "feind" finishes, is actually a 
point one to two mm below the transition point where the optical detector changes from 
false to true. More or less I determine where the sample should come to,  by moving it 
and shimming and phasing the lock each time, and determining where the sample should 
be.  Then I adjust the optical detector height for change of output, to be about 1.5 mm 
below that point.  For this reason I redesigned the mounting of the optical detectorto be 
hard to be changed by a user and not too hard for me on a ladder with an Allen wrench.  
Then I found that the point where the field was previously supposed to be 0.0417 T is no 
longer 63 mm above the flange but has moved a few mm, fortunately not too much.  And 
I recalibrated the field vs height with a good Gaussmeter (Lake Shore) and concluded that 
the field had also changed slightly also, further down in the bore.  A likely explanation is 
that when the magnet was moved by company X (not Varian) to its present frigid location 
in a very deep basement room of the Chemistry building, before the University tore down 
my old lab to make room for a nice parking lot, company X used different (but otherwise 
OK) currents in the superconducting shims than had Varian originally.  The differences 
are not disastrous but I then had to to enter the new values into the program and 
recompile.  And more, too boring to remember… 
New NMR tube assembly.   For years now we have been using the same method as 
described in AR1 and AR1S, to hold the liquid NMR sample in a tube to resist bubbling.  
This involves epoxy-sealing the sample under a plug in a short NMR tube, and then 
sealing the latter into a plastic adapter that screws into the bottom of the vertically loose 



 

 

connection.  This procedure has proven to be simple and reliable but requires a wait 
period of unknown length; about 6 hours, before the epoxy sets, is the shortest time we 
have dared to start shuttling; and risk sacrifice of an NMR tube, or much worse, one of 
our probes  Here we describe a new procedure (Fig. 3) that is not yet fully tested, only in 
2 long runs at this writing, but appears to work, and is greeted with wild enthusiasm by 
our users since it is now possible to immediately do titrations and additions of reagents 
between runs; and to use smaller samples of expensive components. The sample is held 
in 2 assemblies, B for bottom and  T  for top; each of these has parts cemented together..  
Assembly B carries a short NMR tube (5 mm thin wall 70 mm long. Assembly T carries a 
short PEEK susceptibility/bubble-inhibitor plug p attached to the bottom of a short rod 
plastic rod r which is cemented to its major top part T. 
 One of the two versions of the assemblies that we have made for this purpose (the 
simplest one, that we show in Fig. 2-3) has permanently about 150 microliter of low-
viscosity epoxy solidified overnight in the NMR tube (after a spin-down) as a lower 
susceptibility plug.  We do not know how good the susceptibility matches are, of the 
epoxy (on the bottom) or PEEK (at the top), nor what chemicals might be emitted or 
absorbed by them, but find no problems so far with our aqueous samples.  The line 
broadening that our susceptibility “plugs” produce is not noticeable for the rather wide 
lines of our 31P samples, but that should be evaluated for future use. 

To load the sample, the NMR tube and the plug parts P and T are first cleaned and 
dried, and the sample is loaded to about 230 to 250 microliters (as predetermined with a 
dummy sample) into the NMR tube and centrifuged at low speed to eliminate bubbles as 
far as possible, and get the sample off the upper walls.  Then assembly T is pushed 
slowly, by hand, down into assembly B and they are fastened together by three 2-56 brass 
screws whose tops have been turned down. Then the assembled assembly is centrifuged 
again, to remove further bubbles below the PEEK plug of assembly T.  Finally the result 
is that the sample area is hopefully filled with bubble-free sample and about 15 
microliters of sample fills the space between the inside of the NMR tube and the PEEK 
plug.  It then behaves as described I AR1 and AR1S and AR2 to discourage bubble 
formation, especially since harder acceleration or decleration is used to do so, as 
described elsewhere. 

The only difficult part of the assembly is cementing the NMR tube into the top of 
assembly B.  The plastic top of B has a central hole drilled through it from the bottom, 
having three sections, each about 3 mm long, with of different diameters.  The top section 
is the same diameter as the inside of the NMR tube.  The middle section is specified as 
"snug" which means that it fits the outside of the 5 mm NMR tube, with just enough 
space to allow us to put the NMR tube into it fairly easily without breaking the tube.  The 
bottom section is about 0.4 mm larger in diameter than is the middle ("snug") section, to 
provide space for the epoxy resin.  To cement the NMR tube into part B, the surfaces are 
freed of grease with ethanol and the tube is pushed in to the upper end of the "snug" 
section. The T and B sections are screwed together and into a spare dummy version of the 
"loose connection module” (LCM) (this one is a previous design (unpublished) of the 
current LCM that is described in AR2, which was rejected but has the correct outer 
diameters).    The (rejected) LCM's is placed in the V block (described in AR1S) near one 
end of the V-block (which is horizontal on the lab bench) and the NMR tube at the other 
end.  Under the 5 mm NMR tube we place the 5 mm ID half-moon piece (which is a 



 

 

cylinder  of brass 0.8 inch OD and 5 mm ID and cut (previously) in half (see AR1S). We 
made a new half moon piece with ID (before cutting) of 13.95 mm, to further support 
alignment at the outsides of the two Plexiglass pieces in Fig. 3 (parts T and B). In the 
shuttler as assembled inside the long shuttle tube, these pass through holes at the bottom 
of the long shuttle tube assembly, which are only about 0.05 mm larger in radial 
clearance than the pieces in Fig. 3.  The constraint provided by the close tolerance of 
these holes is intended to be a strong discouragement for the NMR tube to hit the interior 
of the probe at the end of its travel, since the bottoms of these holes are only about 2 cm 
above the tope of the hole in the probe, when both are in the shuttler.  

Once assembled on the V-block with rubber bands installed to hold everything in 
contact with the half moons or the V block, we up-end the top of the V-block and apply a 
drop of household epoxy at one point on the outside of the 5 mm NMR tube where it 
enters the plastic part T.  A "drop" means about 2 mm diameter.  The drop of viscous 
epoxy will not spread before it sets in 10 minutes and will bind the pieces together 
properly aligned, for the next step (below), we hope.  We then wait about 1 hour for the 
household epoxy drop to solidify and then remove the whole combination out of the V-
block (gently) and disconnect the B and T assemblies, and turn assembly B up-side-down 
and twice apply about 15 microliters of a low-viscosity epoxy (Epotek 302) which is 
supposed to flow into the largest-diameter section of the hole in the plastic part of part B, 
and not flow past the central "snug" fit section to the NMR tube. It should take more than 
1/2 hour  for the low-viscosity epoxy to set and early during this time I may have spun it 
gently (while upside down) for a few seconds to encourage this epoxy to flow into the 
entire enlarged section of the central hole in part B., and not much into the snug part  I 
was prepared with a pipe-cleaner and reaming device to scrape away any epoxy that 
might leak past the "snug" part of the fit between the NMR tube and the middle section of 
the hole, but this did not happen at least to the extent that the lowest PEEK section of 
assembly T was not impeded from entering the NMR tube after everything set.  After 
overnight the assembly of B is complete except that excess epoxy may hve to be scraped 
from the bottom of part B with a single-edged razor blade..  

Low viscosity epoxy is supplied by EPOTEK (Burlington MA, (conveniently 
opposite Bruker NMR), type 301.   To order, email a retailer 
sales@conservationresources.com. 

All the above may seem long but it takes less time to do it than to read it and you 
do not have to do it again until you destroy the function of the NMR tube (break it). We 
hope that, when this inevitably happens, we can scrape out the epoxy and broken glass 
from the inside hole of part B, and reuse it, but we may have instead to make a new part 
B.   The design of.Fig.3 should be adaptable directly to 8 mm NMR tubes which we use 
for inexpensive large volume samples, and probably to 10 mm tubes by use of smaller 
(2mm?) screws to hold the two parts B and T  together.  It could also be used with short 
Shigemi tubes or other schemes, including our own custom of filling the bottom of NMR 
tubes with epoxy.  Of course a drawback is that the lower inside of the NMR tube has to 
be cleaned as well as the lower part of assembly T, between every use of the assembly 
(other than titrations).  

Centrifuges for sample NMR loading.  Just above we mentioned the word 
“spinning” casually; we meant of course the biochemist’s slang for centrifuging.  
Centrifugation has been used by us and other groups to aid in eliminating bubbles as an 
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alternative to the “thermometer shake” or the “Shigemi shake” used to get samples down 
into tubes or to eliminated bubbles.  We and others have built giant low-speed centrifuges 
for this purpose.  We now use an IEC Clinical Centrifuge that I bought some years ago, 
the graceful round-bodied type with a swinging bucket holder.  These may be available 
on U-tube or similar sources, but are no longer made commercially, and equivent 
versions with swinging bucket roters start at more that ~3K and are bulky.  Perhaps 
makers could supply them without refrigeration.  It should be possible to home-make 
one; the requirements are not so stringent on mechanical strength and other factors as for 
the usual commercial centrifuge. The IEC is just big enough to swing our assembled 
sample tubes and holders as I described above.  We only run it at slow speed, position 4 
out of 10, where it provides about 400 G's of centrifugal force, so it will probably last a 
long time.   The nmr tube in Fig. 3 is now 3.6 inches long and could be reduced by about 
2 cm in length.  A mini-centrifuge could be built from a stock fractional-horsepower 
motor mounted vertically in a relatively light aluminum box about 25 cm square, with a 
simpl metal lid and sensors and controllers.  

 
BLUE-SKY. Here are thing that can be considered, that we won’t do, 

Fast de- and in-stallation of the shuttler.  I have done de-stallation in less than 
½ hour including a probe change by a helper.  Installation can probably be done in ¾ 
hour with a helper to change the probe. Probe changes are mandatory since I promised 
my conventional (conservative?) users not to use the probes they use.  This is not too 
unsatisfactory since our runs usually take 3 or more days and we often use different kinds 
of probes, usually WB in our case.. 

However, as confidence builds, that we don’t break probes, it becomes reasonable 
to ask if changeover can be simplified.   The scary motion of pushing the linear motor 
sideway in place, and out, certainly could be automated.  The probes would all have to be 
modified to eliminate use of the stupid connectors on the top end of all the probes which 
Varian used for high power gradients, as they did for our probes.  Some way to simplify 
manual removal of the shuttle tube extension would probably be best, and loading of 
sample for non-shuttling would be at the level of the top of our Helmholz coils, only 
about 12 cm higher that the normal way (and about 6 cm aboce the level of the top of the 
upper barrel that we now have on our Varian 500..  The “normal” air-driven raising and 
lowering of the sample by compressed air could easily be restored by adding simple extra 
plumbing. 

Coils for low B0 RF -field manipulation.  IMLCBE. I would start work to be 
able to manipulate spins at low field—in this case of the order of 200 Gauss (0.02 T)—
that can be switched on by coils like our Helmholz pair, in a time of the order of the 
transit time to low field (0.15 sec or so), to reduce heating. . In the first place, I would 
probably design these to work some large coils (up to around ~350 mm outside diameter)  
to homogenize the main magnet’s field, and smaller inner coils to produce the actual 
horizontal working field of 200 Gauss.  The latter would be shimmed to homogeneity of ` 
0.1 g, much smaller than RF fields that might be used at low field for polarization 
transfer.  The main magnet’s field, being perpendicular to this working field, would 
probably have to be shimmed only to eliminate the second-order inhomogeniety it would 
produce in the horizontal field.  The transport time of the shuttler is very slow compared 
to the nuclear resonance periods and the spins would change their direction of field 



 

 

adiabatically (as is similar to conditions of adiabatic fast passage as demonstrated years 
ago).. 

A typical experiment which could then be considered is to use slow-relaxing spins 
(31P or 13C, especially carbonyls) as magnetization transporters from the main field down 
to low field experiments, even involving proteins. (Sorry, this still excludes use of the 
usual 15N labeled samples that you probably have in your freezer, whose relaxation time 
goes below 0.1 sec around 1 Tesla, too short for a shuttling experiment. See our paper 
with the Kern group by Clarkson et al.). See also our brief discussion on shielded 
magnets in AR2. 

An advantage of the horizontal-field strategy, besides the probable ease of 
shimming, is that higher B1 field could then be reached since the RF can be applied by a 
coil whose axis is along the shuttle tube, and not a set of split coils.  This axial coil might 
be double-tuned.  Another possibility would be even to have an open section of the 
shuttle tube, with rails like the Taiwan shuttler  (see Chou et al et al in AR2) in a 
relatively short section.  Crossed coils could then be moved in and out by mini-servo 
drivers after the sample is raised. 

MAS with shuttling.  In AR2 I briefly discussed solid-state NMR with samples 
aligned on glass plates, and also expressed doubt about magic angle spinning with 
shuttling.  More recently it occurred to me that driver-air for a spinner turbine could be 
sent down a highly modified push-rod which is now a small-diameter carbon-composite 
tube but could be larger, from a fixed pressure reservoir via two other lengths of such 
tubing, all hinged together with either short rubber tubes or special hinges to connect 
them—or something like that.  In a large-bore magnet someone might then be able to 
design coils open enough to accept the spinner assembly.  You might think a spinning 
turbine could not be shuttled;  perhaps so, but I hear that they can be rotated during pulse 
sequences; and our accerlation are not that large, probably less that 20 times the 
acceleration of gravity. 

 
Conventional non-shuttling NMR. 
Short NMR tubes. I can’t help pointing out that our new NMR-tube system 

provides a complete viable alternative to the well-established system of spinners (that 
don’t spin anymore), raising and lowering by pressure, and hand-shaking of tubes.  
Shortened  Shigemi components could be used in our system.  The centrifuge problem 
(discussed  above) has to be dealt with, and current spinners could be adapted to hold 
adapters like ours and be raised, and  lowered,  pneumatically, as they now are.  
Advantages are: (i) the centrifuge allows all sample (including what you left on the wall, 
when you load) to get where you want it if you are unskilled at loading or do not know 
how use a long Pasteur pipette with care.  (ii) It is more straightforward than the shakings 
I mentioned above and the centrifugal force (hun dreds of G's) is much greater than you 
can achieve without shaking off your hand from your arm. Our centrifuge rotates as 
~1400 RPM at the mid-speed we use, corresponding to force ~400 times the force of 
gravity at the end of the NMR tube.  (iii) The upper plug goes into a reproducible place in 
our system, and if you can use a commercial micropipetor with reasonable skill you can 
minimize the sample wasted up around and above the upper plug. (iv) It could be adapted 
to be used  with automated loaders. (vi) Sample tubes are short and light so only a rather 
simple centrifuge is needed for high force.  (vii) Addition of  things as in titrations can be 



 

 

done without removing the sample because the tubes are short and re-centrifuging is 
easy.. 

Split probes for T1ρ /CPMG. These methods require high power CW or pulsed 
RF field to be applied for long times, and these requirements are in conflict with other 
desirable qualities of cryoprobes.   I think it is possible that the main magnet could be 
shimmed both at the usual place, and, at the same time, at lower quality, at a position 3 to 
5 cm above that.  The idea is to shuttle the sample, after a normal preparation and  storage 
of magnetization along the z-axis, up a few cm to the upper region where the CPMG or 
spin-lock would be done; then shuttle back to the cryoprobe. The upper region would not 
have to be shimmed very well, perhaps to a few tenths of a ppm over the sample sensitive 
region of 15 mm.   The upper probe would be enlarged to greater diameter and the center 
hole of it would have to be enlarged to pass the lower end of the NMR adapter and 
perhaps part of the LCM, which are 14.7 mm OD.  This extra space around a 5 mm NMR 
tube could be used for cooling air to help keep the sample from heating excessively.  The 
upper probe would probably have its own high-capacity air cooling system which would 
be an important part of the development.  The upper coil would be of open construction, 
with a heavy-wire RF coil and no glass tube support, to facilitate cooling. This is not a 
trivial project and I can’t predict what RF fields could be achieved and whether it is 
worth to effort and expense. 

 
 
Electronics.  It is probably best to describe each part of the electronics first.  

Above we described the few lines to the servo, and do not do so again here. Everything in 
this section is in the double relay-rack called the "main rack". 
 Microprocessor and its interface.  We picked a then-early version of a 16 bit 
microprocessor from an established supplier (Microchip) which also offered a 
"development" board, called "Explorer-16", which we mounted on a convenient open 
(still open, Bud part no. CB-1372) recessed panel on the front of the main rack, that is 
two massive Bud racks on wheels fastened together.  The front of the rack faces away 
from the magnet, and is not visible from the Varian console, but I hope to rotate it soon. 
The main rack has a small 19"- wide horizontal desk projecting from it just big enough 
for a small screen and  the most miniature available keyboard, and a mouse pad.  The PC 
sits on a horizontal shelf inside the main rack, and it is the smallest of the "Optiplex" line 
of Dell PC's.  It turned out to be a poor choice because it can't accept auxiliary cards as 
most full size PC's can, most importantly, a IEEE-488 (GPIB) driver card which might 
have been the best way to control the power supplies.  It seems to be a laptop without 
batteries in a miniature box.  Dell was confused about a hard disc for these; one such PC 
came with it and one not, and when I tried to order one for it later, they twice sent full-
size discs that did not fit so I eventually got an external hard disc.   
 We had confusing and bad experiences with RS232 control of the servo, which I 
won't describe, and now only use the single RS232 line, that seems well debugged by 
Microchip, for sending brief code to the PC via a RS232-to-USB box (Black box) to put 
messages on the PC screen for the hoped-for benefit of confused users.   (We also have 
the RS232 line mentioned earlier, for programming the firmware parameters on the JVL 
servo, but have not had reason to use this for at least a year, and it remains unplugged 
until we do so again.) 



 

 

 The NMR pulse sequence that we have used mostly (Ats2) is printed in Part 3, 
and it is written to emit 16 bit instructions, 8 bits at a time, to our electronics via two one-
byte hardware sets of lines on a 25 pin mini-D connector on the rear of  the Varian's 
"console" which is what they call a giant relay-rack pair containing most of their their 
electronics.  The pulse program that I greatly adapted from one of theirs, puts the 2 bytes 
of our 16 bit instructions on the 2 sets of 8 lines on the 25 pin connector, sequentially, 
using the "putval" instruction provided by Varian, and then downs a coax line strobe on 
the back of the console which goes to our electronics to trigger interrupt 4 of the 
microprocessor.  (The new Agilent console that we bought for our Varian 600 does not 
have this connector and you would have to make or buy a substitute, perhaps best a 
simple serial one, or perhaps a GPIB?   Does Agilent use GPIB, you would think so since 
they used to be part of HP which developed GPIB?  Do they know better? The new 600 
NMR console from Agilent has (ugh) a near-zillion BNC (ugh) connectors on the back 
but I do not have the patience to access their instructions now only available on-line, to 
find out what they do.)  

We present (in Fig 4)  almost all our digital electronics except some remote 
things.  This diagram is supposed to be intelligible to people familiar with TTL 
electronics.  Tconsole he section to the right labeled “INTERFACE“, contains chips for 
conversion of bidirectional 8-bit bus, and other ECL lines of the microprocessor to a 
bidirectional TTL bus, and reinterpretation of two major handshake lines and two direct 
lines.  It is mounted next to the Explorer 16 so that its connections to the latter are short 
(6”) ribbon cables. An experienced engineer might well want to redesign these.  Two 16 
inch ribbon cables go from the interface board up to card IIIN in an old Vector cage for 
small cirquit boards. The remaining parts of the system (not shown) consist of a 
confusing set of connections to wires, plus minimal electronics, and only a very few 
inverters and latches. (An error circuit which only emits audio or visible warning signals 
to the installer and user, but does not do anything else, is not shown on the figure.  I 
include Fig 4 because it has been reliable, and may answer some questions for the non-
engineer reader.  On the other hand, it would not surprise me to find that the equivalent 
slow interface board can now be bought, at least in part. 

 The interrupt strobe from the Varian goes directly to our apparatus via a coax 
cable to card IIIN (which is on the upper right part of Fig. 4) where it strobes  interrupt-4 
to the MP and also, depending on the instruction, it strobes the lowest 10 bits of the 16-
bits from the rear of the Varian console onto one of two D/A converters in a single chip 
(described below), for use in driving the Helmholz power supplies (below).  The MP ISR 
for these interrupts only sets a software flag, which the regular MP program normally 
will notice within microsecs, and which causes it to act on the Varian instruction as will 
be described later. The Varian 2-byte instruction goes via a short 16 wire ribbon to card 
IIIN and thence card IIN (in the lower right part on Fig. 4) which holds four 74LS541 
gates and two 74LS237 latches under MP control.  Two of the '541's each are to read two 
bytes of  lines to/from our equipment.  Another two of the '541's are used for the MP to 
read each Varian instruction, within microsecs of the interrupt from the coax line from 
the back of the Varian console.  The  '237 latches are used for changing lines to our 
equipment at the appropriate time. Otherwise the electronics not on Fig. 4 consists of a 
confusing uninteresting array of interconnection ribbons and wires with only about 2 
inverter TTL chips for compatibility, and a separate "error" card which only emits noise 



 

 

and light to the installer and user, and otherwise does nothing to stop the system or 
modify its actions. 
 The explorer 16 and processor were generally satisfactory.  The explorer board 
saves the labor of wiring the microprocessor directly but might best not be used in a 
commercial version.  I got a second explorer board and PC for AMRW to use in the 
(?)pleasant confines of her office upstairs to use also for preliminary hardware debugging 
and emulation.  Microchip sells a strange tin can that plugs into the explorer board and 
into a USB port of the PC and we can use it to load tentatively working source (xxx.c) 
and hex (zzz.h) files on USB-based thumb "hard” drives, and programs can be tested in a 
preliminary way upstairs using good emulation software that Microchip provides. We 
then transport programs (stored on USB thumb memories) by sneaker down to the NMR 
room where it is easy for us to use the PC and MP down there to recompile, assemble,  
and load the programs for final testing.  The programs can then be further debugged by 
using breakpoint software from Microchip.  The MP chip has 100 pins and can be 
ordered already pre-soldered onto a little submodule (all for $25), which plugs into a 0.05 
inch-spacing 100 pin recepticle which is soldered onto the Explorer board.  For little 
money they sell little "pictail" boards that plug into the Explorer-16 board, and have easy 
access to all the pins of the MP I ever needed, and to which we soldered ribbon sockets 
for a 16 line, and a 26 line, ribbon cable.  To these I plugged a 26 pin and a 16 pin ribbon 
to my homemade interface (Fig. 4) which is mounted next to the explorer-16.    The 
Explorer 16 has very little circuitry on it besides the board and these I/O lines, just the 
mysterious circuit for loading the MP from the PC, and the RS232 line that goes to the 
RS232 plug on the back of our PC, which we use for sending brief codes specifying the 
messages to the PC's screen for users to read.  In future, all of our electronics could be fit 
on a somewhat larger circuit board than the several small ones that I now have, by an 
experienced digital hardware engineer. 
 Unfortunately, the directions which come from the MP manufacturer (Microchip) 
with all this are very obscure and sketchy.  After several frustrating attempts by me to get 
help from their help line, one of its operators kindly told me about the very helpful book 
by Di Jasio ("Programming 16-bit Microcontrollers in C ", Elsevier, 2007)  (there is now 
a new book by him with "32 bit" in the title, does it still tell about 16 bit ones?).  He 
describes a program that displays a little airplane flying across a worthless screen and it is 
supposed to tell you how to use a "legacy" (that's me) one-byte port  (the "E" 8-bit port of 
the MP chip) to drive it.  Unfortunately he does not really explain how the port works, 
but we got by more or less copying and adapting his software listings, which are well 
commented, and studying the terrible Microchip document DS39713B, which supposedly 
tells All.  Soon we developed the suspicion that the legacy port would not actually work 
for us because the airplane display chip was connected in such a way as to interfere with 
other IO's.  The saving grace was that Microchip also maintains a well-edited "Forum" 
and AMRW found an entry there from Russia which confirmed that this was so.  Since 
we were not interested in the airplane we ripped out the display chip from the 
"development" board.  New horizons for development boards!  Di Jasio also mentioned 
that the MP had ECL I/O, although though some of its lines are TTL compatible, and that 
chips could be obtained that were cross-compatible, but he was not kind enough to tell us 
what they were, which I eventually learned from the book “Art of Electonics” by 
Horowitz and Hill (the adapter chips have the middle name HCT instead of LS or ALS or 



 

 

whatever). 
 Somewhat unexpectedly I could find no published description of, or circuit board 
I could buy for, multiple buffered I/O for this MP.  The circuit and control lines I 
designed to put on a small ECL to TTL converting board (Fig. 4) is designed to 
potentially convert more than the 6 bytes of I/O than we now use, if needed, but we have 
not yet felt the need.  The board can be simplified slightly but I could not figure out how 
well an ECL or HCT chip would perform as a line receiver or driver.  Two lines do not 
use the multi-output buffer,  namely the advance line to the servomotor; and the input 
from the optical sensor, because these lines must be read or changed frequently and 
without much delay.  For these I provided series TTL buffer chips in line with the 
74HCTxx chips, just in case.   

This card  (the left part of  Fig. 4) has two pairs of short  ribbon cables, one 16 
wire and one 26 -wire, and is a buffer between the microprocessor and the rest of the 
apparatus.  It has a bi-directional buffer of the one-byte slow parallel port E of the MP, 
and a simple decoder chip for the MP's control lines, as well as being a general ECL 
to/from TLL converter. One pair of ribbons come from the microprocessor via the piktail 
card (which has no active electronics and is plugged directly into the Explorer board.) 
The other pair goes to Vector card IIN which in the central part of the electronics cage 
(Vector) containing four of these cards.  Card IIN has wired on it a one-byte parallel 
bidirectional bus going to 8 buffered chips for 16 output lines and 32 input lines (not all 
used) under control of the microprocessor.  This bus is also connected to the 16 bit output 
of the Varian, via two sets of gates under control of the MP.  (there are no outputs to the 
Varian, only inputs from it.)   

This card (IIN) looks complicated, because these I/O's go to several cables:  (i) 
the 14 wire cable to the linear motor; (ii) a 16 line ribbon cable called pwrx which is 
mainly used for control of power supplies for the 3 copper coil magnets (fast reversing 
and 2 Helmholz coils); (iii) a 16-line ribbon that controls a panel for testing the motor in 
the manual mode (below); it turns out to hardly be needed; (iv) a 16 line ribbon from card 
IIIN which carries in the Varian instruction; (v) a 16 line and a 26 line ribbon from the 
MP; and about 6 miscellaneous single lines to the cage back panel for which no ribbon 
line was available, or which go only to other cards in the cage.  Actually this card is 
simple in function, but just has many wires going to & from it. 

The 16 Varian lines to card IIN drivers come via card IIIN. This card (IIIN) 
receives directly the 25 pin lines containing mainly the 16 lines from the Varian's rear 
containing the Varian instructions.  It has standard 74LS541 liner receivers (optically 
coupled receivers were contemplated but seem not needed) for these 16 lines. The outputs 
of these receivers go via a 16-line short ribbon to card IIN where two buffer chips 
connect them via two line receivers to the main one-byte bus on that card. 

This card (IIIN) also has a function for allowing direct output of Helmholz coil 
control voltages with the simplest possible programming.  These voltages are transmitted 
by either of two "long instructions" (to be described later) from the Varian in which the 
current magnitude is coded by the ten least significant bits of the instruction.  In this case 
only, bit 12 of the 16 bit Varian instruction is set (active low) and if so recognition 
hardware on card IIIN decodes bits 11 and 10 to learn which of two, if any, are to be 
converted to a voltage. Card IIIN  has two D/A converters in a single chip (Analog 
Devices AD74270), which provide the voltages that determine the magnitudes of the 



 

 

output currents to the two Helmholz coils.  This chip is strobed, via simple TTL logic 
from a 74LS139 decoder chip (not shown in the diagram) which also looks at bits 10-11 
of the Varian instruction (below), to find out when to do so.  These bits, 10, 11 also go to 
the D/A chip via simple logic to select which of its converters is to receive the 10-bit 
magnitude part of the instruction.that is hard-wired to the chip and holds the control 
voltage in digital form. Finally, these voltages are passed from the D/A through contacts 
of a DPST reed relay, which is run by the positive-true line "helm" from card  IIN, to act 
as an overall on-switch for the Helmholz coil currents.  A high-value resistor on the 
outputs of these relays, to ground, assures that the power supplies will turn off when the 
reed relays are open.  These voltages are carried from the edge of card IIIN directly to the 
power supplies via a ribbon cable.   

Another card in the vector cage has only a 24 v DC V to 5 V converter supply for 
the cage. The error (below) card also a visual display indicating whether the reversing 
relays of the Helmholz coils are working.(below).  The Vector cage also has a 110 V. AC 
to 24V. DC small popwer supply  inside it, for everything.  

The fourth card in the Vector cage is the “error card” (not diagramed here)  which 
does not do anything except emit beeps and turn on lights if an error is detected on setup, 
which would mostly be due to an error by the installer (usually me).  There are two kinds 
of errors, static and dynamic.  Static errors are those that can be detected during the 
“motorized manual mode” (such as power supplies being turned off), and dynamic ones 
that can’t be detected then.  The static errors are are hardware-Or’d and then anded with 
a line that is true in the motorized manual mode to sound a beep-beep-beep until all these 
errors are fixed in the manual mode.  A set of LED lights helps the installer tell which 
lines were forgotten, and posted lists of the function also helps. 

Dynamic errors are a little more complicated, and should sense mostly that the 
reversing DPDT relays, one each between the two power supplies and their respective 
coils, are working.  It also should senses that these power supplies are turned on. It works 
as follows: each of the four wires going to the two Helmholz coils is connected (via a 
simple RC noise-reducing filter) to one of four different comparator chips (Analog 
devices AD8561) which are biased to change output state to high in the general range of 
½ ampere at any terminal of the a coil which is not grounded by its DPDT reversing 
switch.  A comparator connected to the other wire of the same coil should then be 
grounded and low.  The four outputs of the four comparators are connected to an array of 
4 LED's in a square, the upper two coming from the upper Hemlholz coil and the lower 
LED’s from the lower coil.  During the relax time part of the sequence, when the 
Helmhoilz coils are on, these lights will show characteristic patterns depending on what 
range of tes is called, and only at tes (tesla) values of less than 0.048 tesla where the 
Hekmholz coils are used.  These patterns can be described to the fairly experienced user 
who can then report uinusual patterns, due to malfunction of a relay, to our engineer. 
Fast and Helmolz coils. 

We have already described the two lines which control the servomotor's motion.  
The rest is software.  We now come to the three coils. 

The "fast coil" is permanently connected to a Kepco BOP 10-45 power supply 
which emulates an op amp (though much slower) but puts out a maximum of +- 10 amps 
in response to an input control current.  I built a small interface card attached to the cable 
that goes into a connector on the rear of the supply; this connector has a variety of useful 



 

 

terminals inside.  One is a +5 v supply that supplies (through a resistor) a 5V "I'm turned 
on" signal needed for the error system, needed because this supply has to be turned on 
every time the main power has been turned on (irritatingly, it turns itself off 
automatically).  Two other wires, from the rear connector of the Kepco, are precision 
plus, and minus, 10 V sources.  My interface card has mainly a dual analog switch 
(Analog Devices ADG201), two of whose outputs are both connected to the current 
control input of the appropriate supply through precision resistors, and one is connected 
to the positive 10 v source and the other to the negative 10 V line.  These are each 
controlled via a TTL lines called “fastp” and “fastn” which thus can make the supply put 
out either +10 A, or the opposite -10 A, to the coil.  The coil, (which, you recall, is co-
axial with the two Helmholz coils and is centered vertically between them) increase the 
field at their center when fastp is down and opposes that field when fastn is down.  Both 
are never down together.  This provides the fast reversing field of 0.0147 T, which is so 
useful for our vesicle and micelle work, where the T1 becomes rapidly shorter around 
0.02 T or below. 

The two Helmholz coils are controlled separately and  I will cover the similar 
parts together and some differences later.  I am going backwards from the coils to the 
hardware which powers them.  

Each of the two coils is connected directly to one two of what I call a power 
Zener diode, or ZD, because it is sort of like a powerful Zener pair of diodes back-to back 
and loads the coil if its voltage exceeds about 45 volts in our case.  If the coil's voltage 
rises above this in either direction, plus or minus, the ZD draws current from it to limit 
the voltage acroee it, plus or minus.  The ZD protects the reversing relays (below) and 
other electronics that supply the coil.  Each of the two ZD's (one for each Helmholz coil) 
is completely floating from ground and from each other.  Each coil is connected to the 
two AC terminals of a 4-diode device usually called a "full wave rectifier bridge", used 
normally to convert AC to DC.  It is the most powerful one in the Newark electronics 
catalog, rated for 400 V and many more amps than the maximum of 15 amps used in our 
Helmholz coils.  The DC +- output terminals of this bridge are connected respectively to 
the +- terminals of a large electrolytic capacitor which is kept charged by its own 48 v. 
1.6 A DC industrial-grade power supply (one for each ZD) by means of carefully chosen 
series and parallel resistors to the capacitor which is large enough (0.078 farad) so that its 
voltage would not change much if it absorbed the entire inductive energy stored in the 
coil when normally on. A 2.4 K-ohm resistor R1 is in parallel with each capacitor,  to 
drain away the excess charge deposited in it during the turn-off of each coil.  Each 
capacitor is charged up by a series diode and 120 ohm resistor connected to the positive 
lead of the 48 V. power supply.  These values are chosen so that the capacitor turns on, 
on start-up, in a reasonable time and so that the steady voltage on the capacitor is ony ~2 
volts less than 48 volts.  The power supply must be able to supply the current needed, 
otherwise it flips off during turn-on. 
 A more refined version would have regulator circuits that would maintain the 
capacitor voltage at a fairly constant level, and drain off excess energy through a resistor 
if its voltage rises too high.  In our case this seemed not needed because we switch the 
coils rather seldom and in theory the reversing relays (below) are not switched when the 
current is switched.  

Before this, each pair of coil current leads goes through a good quality DPDT 



 

 

reversing relay (Potter Bromfield) mentioned above, which reverses the polarity of the 
current going through the coil, thus avoiding the need for expensive bipolar power 
supplies..  These relays are switched, normally, only at the beginning of each Vexp when 
the current is off, as will be described later.  The relays are in the “relay box”.  One wire 
of the other two (input) contacts of the reversing relay goes to the + lead of the power 
supply system and the other wire goes to ground.  Each supply has its minus output 
grounded, and its positive output  has a backward power diode to ground, and a forward 
diode beyond to the power supply, as a precaution.  The input control coils of the current-
reversing relays relays for the upper and the lower coil respectively are controlled via 
solid-state relays by lines from the "signU' and "signL" lines of the parallel output system 
on Card IIN.  They are turned on 0.3 seconds before the start of the upward motion, and 
off at the start of the downward motion. 
Now the Helmholz power supplies.  We have already explained above, how the two 
power supplies are each controlled form separate voltages from card IIIN, and turned on 
when the Helmholz fields are needed, by a DPST reed relay on card IIIN. The two 
Helmholz coils were driven for more than 5 years by identical Kepco KLP 15-75 power 
supplies.  These have speed advantages that we don't need, but do not regulate below 0.4 
ampere.  We worked around the latter problem with bucking currents that extended their 
effective range to zero amperes.  The lower Helmholz coils is still driven by one of these 
supplies and a description of this work-around is in the software.  The other Kepco 
supply recently failed, making a frightening noise, and its coil (the upper one of the 
Helmholz pair) is now powered by a Kepco BOP 6-25 that we happened to have stored 
after buying it some years ago.  This conversion was straight-forward but of course the 
more expensive bipolar feature of the BOP supply was not needed.  There are voltage-
controlled current regulated monopolar power supplies from other manufactures that 
regulate down to zero current (probably Agilent; and Sorensen.).  (Warning: one such 
Sorensen supply that we ordered on E-Bay was equipped with a GPIB option but 
unexpectedly (to us) turned out to no longer have a voltage control input.  We had to 
return it for a full refund as was promised, and were merely inconvenienced.) 
User Controls.  There are two prominent steel household wiring boxes with ordinary 
household switches on either side of the main rack with garish face plates marked 
"EMERGENCY" and also "motorized" which are in series so either one, when down, 
turns off the 110 V. AC power to the servo’s rear, which the maker (JVL) designed to 
arrive at the servo via a special supposedly shielded cable that we replaced with an RFI 
filter in a box atop the servo having a standard HP style 3 wire AC socket to be run by 
one of those instrument power cables that plugs into a standard 110 V AC wall socket.  
The emergency switches are powered by the AC power for the main rack (which arrives 
from the back wall of the lab and goes on the floor to the small AC strip on the tower and 
then via a long extension cord, routed behind the top of the main magnet, and the trough, 
powers a multi-plug strip under the desk whos main switch is always on).  The 
emergency switches provide power to three things via a standard high power 3-way 
adapter: (i) as just mentioned, the servomotor high power 110 V. power;  (ii) A little 
Radio Shack 6 V DC power supply box, from 110 V. AC, whose 6 V. output is reduced 
to 5 v by a voltage divider and feeds one of the TTL input lines of the MP interface called 
"!emergency" (emergency when low); (iii) all the power to the logic cage, which in turn 
provides the 24 V. supply for the control parts of the servo. Thus ether emergency switch, 



 

 

when off, de-powers a 24 V. quality power supply, mounted in the Vector cage and thus 
turns off everything inside in the cage as well as the Explorer-16 which holds the MP, 
and the servomotor. When we start the installation we generally turn on the main power 
after the Helholz fan is installed near the Helnholz coils, and then turn on and initialize 
the PC and turn on the program on the PC using the little square thingy on the screen 
lower right (that you can’t read) so the PC screen goes black except it says "ready".  The 
servo is still off and it is safe to move the cross piece and install the sample. Now we turn 
on (up) both emergency switches and the PC says, hopefully, "You are now in the 
motorized manual mode …bla blah ".  At this point we can see if the MP and servo are 
working, using a thin vertical panel on the back right of the main panel, by pushing 
buttons "up", or "down", and "stop".  Going down it stops automatically at the bottom but 
WARNING going up it does not and if you don't stop it using the stop button the servo 
stops itself but sets its internal error flag (which you can clear only by turning down (off) 
one of the two emergency switches for a moment and starting over.  These buttons are 
nearly useless. 
 Now whenever you push down either emergency switch after both are on, the PC 
gives a message "You are now in the unmotorized manual mode.. blah..".  It is indeed 
safe to put your fingers into the shuttle and/or change the sample but this is somewhat of 
a benign hoax, there really is no unmotorized mode used in the MP program: the MP 
senses, through the “emergency” line (see (ii) above), that it is about to loose power and 
manages to tell the PC to output that semi-bogus message about an unmotorized manual 
mode in the few millisecs before it looses power.  (The PC remains on when the 
emergency switches are down and most everything else is off.)  Actually there once was 
sort of such a mode and there are a few useless instructions left behind on the software 
listing perhaps. But the MP is turned off when you think you are in some kind of 
computer mode called unmotorized; what is the state of a computer when it is turned off? 
(don't try to answer).  There is a motorized manual mode in the computer program which 
is entered when the emergency switches are both pushed up and the microprocessor and 
PC output the message saying so, and there is also an automatic mode which the system 
is in, when you are running on the NMR with shuttling.  This is easy because the way any 
microprocessor works, and has to be programmed, is, after power-on it starts at the 
beginning of its main program and, after some dull initialization stuff, it starts looping, 
and loops forever in a constructive way until it looses power. 
 Before starting the Varian pulse sequence (such as Ats2, written for this purpose, 
and copied in Part 3) the user has to remember to get the shuttler into the auto mode 
where there is  no direct control of the shuttler and control rests entirely with the Varian.  
To do so the user must press the little black "auto request" button on a little box on the 
side of the main rack facing the Varian's desk, before telling the Varian, by typing, to 
“go”.    A bright red light comes on, on the little box, when you press the button, and the 
PC gives a longer message about the Auto mode.  At this point, or before, you should 
have set up one or more Vexp's to run and you should have jexp’d to the first one and 
shimmed it, and run whatever preliminary non-cycling runs you want, and Que the rest if 
you want.  NOW, you are ready to say “go” to the Varian and probably go home.  
Normally you can stay in the auto mode until you need to change the sample.  To get out 
of auto mode you push either emergency switch down at least for a second or longer, and 
then push both the emergency switches back up, if you want, and then to get back to the 



 

 

auto mode, press the little button near the Auto light and see it light up. 
 It is easy to forget to start the the shuttle system before you type "go" on the 
Varian, and is not good especially if you never remember to do so.  The program is 
designed so that this error may not be fatal, but to avoid it entirely AMRW arranged to 
have the MP program notice any interrupt flags that occur during time the motorized 
manual mode is on (when the shuttler has no use for these interrupts and they were 
previously ignored.)  If this happens, the console emits a repeating audible (~1sec) beep 
which reminds the user (including AR) to stop the  Varian, and go into the auto mode, 
and type "go" again.  (the hardware line that does the beep is the same one that triggers 
the oscilloscope but there is no conflict because the latter's trigger only lasts microsecs so 
no noise comes out, and we are not looking at the 'scope when the beeps occur.)  You 
would think this could be done in a less klutzy way but it was not possible as far as we 
could see. 
 Safety is a problem and it would be desirable to have a door to stop the shuttle 
system whenever someone approaches it, or motion detector.  The timing belts of the 
linear motor are relatively inaccessible but untied long hair and neckties are to be 
strongly discouraged.  I worry more about the 3 steps of the access staircase, down which 
one can fall, which is a feature of all NMR systems (of course this is not a shuttle-specific 
problem).  One esteemed collaborator fell backwards off these stairs (which have good 
hand-rails) while carrying the push-rod and sample assembly with two hands, and 
climbing down the stairs backwards.  Very fortunately no injury occurred in that case.  
But I know 5 people (one, my son, another a supervisor of mine in grad school, and two 
others including  E. M. Purcell)  seriously injured only excepting my son, falling down 
stairs or off ladders; and two more close relatives who have fallen down stairs, 
fortunately without injury. 
 
Software.  Software program listings with many comments are collected in Part 3.  
The following may be of use to understand these.   We have added extensive 
comments to our software listings and hope that they are generally self explanatory. 
            {comments? Almost unheard of for NMR software.  I realized a likely reason:  the 
graphics on our ancient (~6 year old) Sun computer is color but the C-language editor 
that Varian forces you to use (they probably bought it on the street in Palo Alto (joke)) is 
monochrome, and only accepts comments in the /*blah blah*/ format, not the newer 
//blah one-line format.  You then waste hours because you left out a " */ " and wiped out 
lots of code, which is especially easy to do and hard to correct if the putative comments 
are not highlighted in a different color as they are in Microchip‘s software and most 
others.}       

You may not have to read all the garbage I have written here but may have to 
skim it to understand some points below. In both cases my description is not a how-to or 
here's-the-software-package, but may indicates the problems that you might consider and 
one set of solutions. Warning, the listings were hand commented after use for 
readability, by AGR, but errors could have crept in—missing " */" s etc.  Also, the 
"Word" program may have capitalized some things, or "corrected" spelling errors 
Check with a good mutlichrome editor before use. 
 A basic problem, which should have guided me, was that the actual Varian  pulse 
sequence is apparently executed by a gigantic and well designed collection of PLD's 



 

 

(programmable logic devices, previously known as PAL's but now pre-programmable 
and erasable by electronics).  They made this resulting macro-PLD (now perhaps called 
"bricks" by engineers, a useless piece of slang) so that it just runs without supervision 
during the last part of each Vexp, which is called by Varian the "real time" I think.  
(Newer NMR's may now have more versatile macro-PLD's.)  The macro-PLD can emit 
signals but can't change its own internal timing or wait for signals from outside to delay 
some execution.  It is not a von Neuman machine. All the timing is preprogrammed in 
some mysterious way by the Sun, and transmitted 4 feet by Ethernet (which I avoided 
like the plague) and sets up the monolithic macro-PLD during what they call, 
confusingly, "run time".  You, the programmer are supposed to have learned this from 
their manuals which were however written (in real, real time) confusingly. 
 As a result, I had to write the programs so that info, especially timing, flows 
downhill from the Varian PLD, to the MP, and (only occasionally) to the PC (which only 
writes messages on its screen for the user to read).   Specifically, the Varian PLD is 
programmed to emit hardware interrupts MP based on the Varian PLD's own timing, and 
with two exceptions these are executed by the MP within a few millisecs, before the next 
interrupt is expected to take place.  My MP may then emit brief instructions to the PC, 
whose only role is to display these on its screen.  

The exceptions, to the statement above about fast execution, are the two 
instructions to move the shuttle up and down, which take millisecs to complete and I will 
deal with this later.  There seems to be a possibility to transmit info back to the Varian, 
but I could not really see how this could be used. 
 The C compiler that Varian uses seems to be consistent with the Bible of C 
language, K & R, by Kernighan and Ritchie (2nd edition), including subroutines.  But 
other problems are: (i) Varian defined an integer type they call "long" (already confusing 
because the word long is already used for all kinds of other things including this report) 
which they use for delays and has 16 bits and seems like it kinda is a "float".  But if you 
try to use a long instead of a float for a calculation it works sometimes but not others 
especially division.  Fortunately their system can do conversions from float to long, and 
back, which I use.  That's all I can tell you about "long”s.  (ii)We have big piles of old 
Varian manuals around and have to look at the indices of many of them to find the topic 
we want, which we sometimes don't now. Is this better now that all the manuals are off-
line?  The concept of "lying around" can be applied just as well to collections of 
documents in cyberspace.  I have coined the useful word "gargle" for garbage on the you-
know-what, which the present report will exemplify within a few years. 
 In fairness to Varian/Agilent the 500 instrument has been very reliable over the 
years with few delays during down-time.  My shuttler has been the same. 

The one-D pulse sequence Ats2.  [This resides on the Varian’s Sun workstation (which 
we hope can be converted to a Linux box soon, and have our fingers crossed re 
compatibility.]  It is normally loaded on the psglib directory of every shuttle user’s psglib 
(program listing library) as must be several other files (alph2.c, tesTodee.c, timVsht.h, 
and it must be recompiled for each user if any permanent changes are made in any of 
these files. [Watch out, versions of these files on my agr workspace may not be the same 
as those on other's workspaces because I may have had a session of software 
development since the others' versions were installed and recompiled.]  The latest, 
debugged, versions of Ats2 and its 3 #included files (alpha2.c,tesTodee.c, timVsht.h) 



 

 

must be in the workspaces of every user. If any of these is modified, the Master 
Programmer (AR) has to have moved those to each user’s workspace, and  then Ats2 
must be recompiled. 

Asts2 is a one-D sequence for measuring relaxation times but is not the text-book 
version, it is uses a method, of first saturating (purging) magnetization of all spins of 
relevance before d1 starts (with two 900 degree 900 out-of phase), then using a fixed d1 
of order of the expected high-field T1 's or more to get reproducible starting polarizations, 
then using pairs of 90's just before field-cycling as an on-off 180 to tag an key coherence; 
and phase cycling the data to pick up the interesting result.  I like this because you are 
sure the signal decays to zero for any long relax delay so you don't have to know the T1 at 
low field in advance, or do time-consuming long relax-time-delay runs to get a good 
baseline. 

So far the 180 degree cycling  (above) on one of the 2 90o pulses just before 
cycling has only been used to reverse the 31P or 13C readout magnetization but shortly I 
will have the option to phase-cycle the proton magnetization instead, to look directly for 
transient NOE’s to 31P in membranes, which must surely be big at low field.  
 The sequences that you have to add to standard 2D library sequences for field 
cycling, where appropriate as for example HSQC-based R1, are similar to the 1 D 
sequence listed here (Ats2) except that they usually have some equivalent to the phase 
shift described in the last paragraph early on, for example usually after the initial H-to-
15N transfer.  Such a modified 2D sequence was developed and debugged here by Elan 
Eisenmesser just after we converted to our stepper motor version (never described), and 
use by Sparky Clarkson for our only 2D paper to date (Clarkson et al,  JBNMR 45:217-
225).  I have regenerated that sequence for our current shuttler version and the revisions 
are essentially the same as the ones in the one-D sequence below, which were there 
delineated by clear comment lines.  I will post needed excerpts of this in part 3 as soon as 
I have a chance to check it on a real sample.  

You may look askance at our emphasis on one-D NMR and 31P but you can't 
deny that phosphorus is of key importance in biology but largely neglected in NMR for 
various good reasons.  But 1D is simpler and better for many 31P applications which 
have few peaks to identify and utilize (other than in larger nucleic acid structures); and 
CSA relaxation and broadening are nearly gone below ~2 T where we do our most 
interesting experiments.   It is conceivable that NOESY, het or homo, direct or indirect, 
may be useful for nucleic acid structures of moderate length acids, doing the NOE 
transfers at low fields with set-up and detection at high field, and with samples 
specifically deuterated in some cases.  We probably will not be able to try anything like 
this. 
 As mentioned above, Ats2 is a conventional 1D sequence with insertions that 
enable transmissions to the MP sequence of one of ten (at a time) "Varian" instructions 
which arrive at, and are interpreted at, and acted upon by,  the MP as specified by its 
program.  We now summarize the format and some content of these instructions.  The 
first three of these in the Ats2 listing  are the "long" instructions which are set up in the 
preliminary "run time" part of the Varian sequence, and whose actions are called 
repeatedly as part of each pulse sequence even though they are only needed the first time 
for a given Vexp.  (No time is really wasted because this doesn’t take much time).  These 
"long" instructions use their lowest 10 bits (bits 0 to 9) to hold unsigned int ten-bit 



 

 

representations of the distance that the shuttle has to go, or else the magnitudes of the two 
current values Helmholz coils to apply for relaxation fields below .048 T.  The latter two 
are not identical because the coils and power supplies are not identical, and also because 
we use them to compensate for the main magnet's (unshielded) fringe gradient.  The one 
of these “long” instructions being sent is specified by bits 10 - 12:  (bit 12, bit11, bit10) = 
(0, 1, 1) for the height message, and (1,0,0) and (1,0,1) respectively for the currents in the 
upper and the lower coil.(see the MP automode listing module “autwait” where these are 
decoded).   For the two coil-current  instructions, bit 15 (the msb) may be set in either 
current-setting instruction from the Varian and specifies that the coil it controls must be 
reversed by a relay, one for each coil. Further, if bit 14 is set for one of the current-
specifying instructions, the MP program will set a flag that will prevent the Helmholz 
coils to be turned on by fast instruction 2 (this is not now used).  The way that the current 
magnitudes are converted to control voltages for the two power supplies for the two 
Helmholz coils, by D/A converters on card IIIN and not the MP was already described, 
and only the relay-reversal action is performed by the MP when the bit 15 is also set in 
the instruction. These two actions called by each one of the current-setting instructions 
occur essentially simultaneously:   (The MP program does not use bit 13.)  
 If bits 11,10 are 1,0 it flags that this is not a long instruction, and is one of the 7 
“short” instructions coded by the 3 LSB's, bits 2,1,0 =1 to7.  Short instruction zero is a 
no-op and this is actually useful, by reducing the likelyhod of a false interrupt apparently 
from the Varian, because in instruction one (the first instruction) we set the Varian output 
to zero right after most interrupts so that a spurious interrupt most likely is filtered out by 
the software as invalid..  

The main point is that the Varian is programmed to put these instructions out at 
specific times, and MP executes what I decided it should do almost immediately, and 
usually does so within microsecs. All these instructions are initiated by a strobe from the 
coax line from the Varian rear connector 2, which activates the MP interrupt 4.  The ISR 
for this interrupt just sets a flag in the MP program, which services it within a fraction of 
a millisec.  (The time’s internal counter that is initiated by Internal interrupt 1 is reserved 
for the instructions that are used in module fmovit that moves the sample up or down and 
during times when nothing else is programmed.  During this movement the Varian 
program is executing a delay only, as will be explained later.) 
 The Ats2 listing has lots of control over what happens but I will not go over the 
details here since I have added extensive comments to the listings.  One feature deserves 
comment here. As mentioned, the 3 long instructions are assembled first in the "run" 
time, C-language part of the program that is only executed at the beginning of execution 
of each Vexp.  They are at that time split into 2 bytes each, and each byte is stored as the 
8 LSB's of an extern unsigned int. For each of the Q'd runs of the Vexp the 8 LSB's of 
these stored ints are transferred out to one of the two sets of 8 pins of the 26 pin D 
connector (on the back of their now-obsolete "console") using Varian's special "real" time 
pulse language. These lines go directly to card IIIN where they are read sequentially 
within some microsecs after the strobe arrives via the coax line to card IIN.  The Ats2 
program could be simplified a little but in the future would be better to have serial 
transmission down a second coax line instead of the 26 pin D connectors and cable (to 
reduce the number of wires used and thereby increase reliability.)  We also have space for 
optical isolators but don’t seem to need these. 



 

 

 The functions and structures of the two Ats2 helper files alph2.c and tesTodee are 
straightforward, but the file timVsht.h needs explanation.  It is obvious that Ats2 should 
not be able to emit a new instruction strobe before the previous one is finished.  Orignally 
we avoided this by having the user (then only Prof. Roberts) manually input a delay to be 
used after each of the shuttle-moving instructions, to avoid this possibility.  For short T1 
measurements where timing is critical she had to adjust a special delay (now eliminated) 
that determined the amount of time that the Varian had to wait before outputting the next 
interrupt.  This had to be done for each field value and was tedious. Eventually we 
thought of a way to avoid this annoying feature. AMRW generated the file timVsht.h 
containing  two arrays, one for the upward motion and another for the downward motion. 
The j'th element of the first is an int which is the (time in millisecs/16) for the rising trip 
of j millimeters to take place, and the second array is the same thing for the downward 
journey.  It will be easier later to explain how these arrays were generated and I will do  
so, and also provide the listing of the program which generated these arrays offline on her 
private PC.  This file was tranmitted downstairs by standard Ethernet to the Varian's Sun 
computer, to the psglib dieectory, and is #included in the Ats2 listing.  Then I 
programmed a delay in Ats2 after calling the two short instructions (3 and 6), that initiate 
motion up, and down, using as a delay in sec for a m-millimter-long trip the m'th element 
of the appropriate array divided by 16,000. So, during  an interval this long, the Varian 
just site there. 
The MP program.   [Actual programs are listed in Part 3 around P. 19.  There is a 
header.h file "lowlevelDefs.h " and three .c files, "main.c", "autoMode.c" and "manual.c", 
and 3 more .h files, " 16miro_08_10.h”, “16miro_08_10_delays.h”,   
"error_and_com_codes.h”.  To load on the Explorer 16 board, put these files together in a 
directory “load_this”  on a thumb USB "hard disc" and plug the thumb into the PC.  
Follow the instructions listed under "Loading the MP" below.] 

Above we already described some of the things the MP program does in response 
to each of the short instruction, and I will not repeat what these are, read the comments in 
the MP listing automode, module “doShortCommand”. There are two points of interest 
here: first, instruction 1 sets a flag "shutBusy" and instruction.7 clears it, and if shutBusy 
is not set instructions 2-6 do nothing of importance.  This was first put in by me in case 
the operator turns on the shuttler in mid-sequence in which case chaos, minor or major, 
might occur.  It is now also used to help program a high-field T1 measurement at 11.7 T, 
with no shuttling, when a the parameter "tes", which specifies the tesla's to be reached 
during the relax time, is more than 10.0.  In this case the program skips short instruction 1 
and the rest do nothing, there is no shuttle motion. 
 The second point of interest here is the module "fmvit" which is called by 
"doshort" in executing short  instructions 3 and 6, and moves the sample as I will now 
describe. The direction that the sample will move by fmvit is determined by previously 
setting or clearing the "direction" line, and this flag is programmed to make it go up first 
and down second as you expect. The details of fmvit require some review and 
explanation. 
 If you search backward in this document for the paragraph staring “From the 
equation x = (1/2)At2  (where x is the distance gone by a particle starting at rest and 
undergoing pure acceleration A during time t)  that AR learned in high school…”   you 
could re-read that I chose to ignore friction in programming the motor, so that the 



 

 

program must approximate only parabolic motion for the shuttle.  The general strategy I 
adopted was to ask AMRW to calculate such a trajectory for each of the two motions 
(upward and downward) for a distance slightly longer, 883 mm, than any we might 
actually use, and make a file “16micro_08_10_delays.h” containing the two arrays of 
delays (upward or downward) for these trajectories.  This file is not provided below but 
for your convenience I hand-constructed an equivalent version 
“16micro_08_10_delaysx.h” that omits many line-feeds in the equivalent  
“16micro_08_10_delays.h”,  but is easier for human contemplation.  
 Please look at the first of the long arrays in this file. The numbers in these arrays 
give delays, between advance pulses between motions of 1 mm length. in units of 1 
equals 1/16 microsec which is the convenient rate of the clock in the MP that is devoted 
to actually timing this sequence. Thus, for example, the first number, 48000, will give a 
delay of 48000/16000=3 millisec.  Of course the belts do not actually move one mm 
betwwn each pulse, the motion by the servo only approximates this, as well as it can 
which is pretty good.  

As time passes, later in the file, these numbers decrease down to a minimum of 
1616 clock ticks which is 1% more than 0.1 millisec.  Then, the intervals increase again 
to a final value of 64000 (4 millisec).   The last zero in the array is not used.  These 
numbers were calculated from segments of a special array in a temporary file called dsqrt 
whose zero'th element is zero and whose i'th element for any i>0 element is i1/2-(i-1)1/2.   
The zeroth number in the printout of  i’th  number in the first part of the updelays array in 
“16micro_08_10_delaysx.h” is equal to the first delay between the first and second delay 
strobes.  The i subsequent delays in this array are equal to the first delay times the (i+1)th 
number in dsqrt. Subsequent delays are given (in units of 1/16,000 sec) by multiplying 
successive numbers in the dsqrt by the first delay, up to the point where the velocity 
reaches its maximum.  The second, decreasing velocity (increasing delay), part of the 
array of delays is calculated just like the first except that we first decided on a final delay 
which happened to be 64000 clock ticks or 16 msec,  and then calculated each point in 
descending order while multiplying by numbers from dsqrt in ascending order.  The last 
delay is four times the first delay because we wanted to have the acceleration of the first 
part be twice the deceleration of the last part, to avoid bubbles in the NMR sample (see 
AR2). 

The point where the accelerating and decelerating  parts of the rising  delays meet 
is at the 220th delay so the length of the last part is 883-220=663 because the total number 
of delays is 883.  So the ratio of the lengths is nearly one to three which is a general 
characteristic of joining two parabolas that meet, the lengths of the arrays scale with the 
accelerations..  This fact will be used later. 

The job of fmvit is to emit a single advance strobe, and then a series of (delay 
then advance pulse) repeated up to 880 times with delays obtained from successive 
members of one of the two arrays in “16micro_08_10_delaysx.hfile”.  [An annoying 
confusing fact is that there is one more advance pulse than delays involved.  The last 
delay of zero in the array is not actually used.]  Another obscure fact is that microchip 
requires not an advance strobe but a reversing edge of the advance signal, from high to 
low or the reverse,  This is easy to deal with.  Otherwise fmvit itself is straightforward. 
 The maximum rated rotational velocity of the servo is 3000 revolutions per 
minute, and the minimum delay of just over1600 clock ticks for the upward trajectory, 



 

 

corresponds to a linear velocity of the sample of just under 10 meters/sec and to a 
maximum rotation velocity of nearly the maximum rated velocity of 3000 rpm.  This 
arises from the fact that the pitch of the belts and pulleys (distance between teeth) is 5 
mm so it takes 5 times 40 ticks (=200) to turn the pulley one rotation. 

Since I wished to keep the servo programmed to run within its specifications, I 
asked AMRW to add a loop to the program that generates these delays, that would 
prevent motion faster than 3000 rpm, by replacing any delay less that 1600 clock ticks, 
by 1600 ticks.  This had no effect on the rising delays (see the delays in 
16micro_08_10_delaysx.h in the array updelays[ncm], but this limiting to the speed is 
obvious in the array downdelays[ncm] which I generated with slightly different 
accelerations. 
 So, how do you generate arrays of delays for shorter travel?  You could have the 
MP program generate a shorter array of delays by cutting out two sections of the longer 
trajectory to make it shorter, and pasting these sections together, like two sausages, in 
such a way that, at the joining point, there is not a big discontinuity in delays.  That is 
essentially what we do but not how we do it, as I will now explain. 

Warning, the following uses more advanced parts of C-language : arrays, various 
types of array ponters, even structures so skip it if you don’t  understand these and don’t 
want to do so!!    "fmvit" reads a "structure"  (see K&R, or be content that a structure is 
just a collection of pre-agreed upon number types) as an input variable trajinfo,  one of 
two, one structure for going up, and another for going down, each with two pairs of 
elements each of which in turn has two numbers of different types.  (These structures are 
written by the module travinit which is called by long instruction 3 which is the long 
instruction that knows how far the sample is to be moved to get a particular field during 
the relax-time.) Each structure starts with two number pairs, the first element of each pair 
being an int pointer to a starting delay in the long delay array, and the second being a 
step-counter int which tells how many delays are to be used. (the last element of each 
structure is not used, don’t ask why.)  The structures are declared near the beginning of 
the automode file of the MP listings under “struct movementInfo” and the one that is 
used for upward motion is “travup”.  

Again we describe first what happens in fmvit for the rising trajectory. The first 
pair of two elements, a pointer and an int, specify an acceleration interval with delays 
starting at the beginning of the previously determined long rising array that is stored in 
the MP’s memory.  So the first pointer points to the first delay in the “updelays” array of 
“16micro_08_10_delaysx.h”,   The second number is an int counter and specifies how 
many points of the original long trajectory are to be used sequentially between the 
advance signals  for delays for the shorter distance motion.  We will tell how this counter 
number is calculated later.  The second pair of elements in the structure specify the set of 
delays from the decelerating part of the original array will be used for the deceleration 
part of the shorter upward trip. The first, int pointer of the second pair of the elements in 
the structure points to an element in the original for the short part of the travel.  The 
second element of the pair, the counter, tells how many delays the new, decelerating, part 
will have.  These have to be picked so that the last delay is the last one of the original 
delay which happens to be 64000 if the original array is the array “upDelays.h” [or 
“upDelaysx.h”]. 

The new set of delays is not actually written as a new array in the MP’s memory, 



 

 

instead the delays are read in real time from the longer array, upDelays.h, and the pointer 
to the delays are incremented or decremented by fmovit, in real time.   The pointer to 
delays In the long trajectory is jumped the correct amount by fmvit, in mid-stream.  The 
minimum delay allowed is 100 microsec and the MP is fast enough to keep track of when 
it should jump to the second, decelerating part of the motion, and do it.  

As an example, for a shorter trip up, the first pointer would as always point to the 
first delay of the original long trajectory (upDelays[NCM] in the file …delaysx.h) and the 
first counter int after this pointer in the structure might be 160 so that all 160  increasing 
delays from the first to the one at the end of the 10th line (which is 1900 clock ticks) 
would be used to separate each of the 160 first delays.  Then the fmvit module jumps its 
pointer to the 635th delay and skips 243 delays to one nearly the same as before, 1898 
clocks.  (Why did it not jump to the next one which is exactly 1900?  Because I wanted to 
to move exactly (NCM-243) millimeters, to get to the position and field I want.) The first 
(pointer) element of the second pair of the structure would have to point to the 403rd 
delay which is 1898 ticks and the second (counter) element would be the number 
ofincreasing delays starting with 1898 and ending with 64000. I calculate 480. 

The long downward array downDelays[NCM] and the shorter trips specified in 
real time are treated in the same way except that the longest delay is first (64000) and the 
last delay is the shorter one, 45254, a little shorter than the first delay of the up travel.  
The order is different going down because for de-bubbling you want the slow 
acceleration first and the decleration to be faster.  For some reason that I have forgotten I 
made the deceleration magnitude here to be even faster than before.  The result is that the 
middle part of the trajectory is clipped down to 1600 for a lot of the delays, obscuring 
where the transition to decelleration would occur.  The module fmvit uses, obviously, a 
different structure, namely “travDown” for the pointers and counters going down. 

The hard part in all this is calculating those two structures.  This is done by the 
innocuous-looking MP module in the "auto" listing, “travinit”,  which is called, only 
once, at the end of the MP's response toVarian long instruction that receives the length of 
travel, and uses it to calculate the elements only once for each Vexp, during what Varian 
calls the “real time”. The module starts with about 20 lines that turn off the travel if too 
many points were asked for (this never is used,  and is for debugging only).  Otherwise it 
does a short floating-point calculation.  The key calculation is calculating the new 
acceleration length “nram” by dcreasing the accelerating part of the upward long 
trajectory of length 883 (a float) by  a factor of (length/ncm) where “ncm” is 883,the 
(float) length of the original long trajectory, and “length”  is the (float) length shorter 
motion which we want to enable.  The upward deceleration counter can then be 
calculated by simple subtraction of this length from the desired subtraction, with an extra 
1 subtracted.  From this the pointer to the first delay of the decelerating upward part is 
also easy to determine.   

The downward structure is similar except for subtraction of a number 
“undershoot” from the length.  This is a number from zero to 15, which is zero for normal 
operation, specifiableable by grounding pins with clipleads on card IIN.  These pins are 
normally ungrounded.  Grounding them shortens the downward motion by up to 15 mm, 
and is supposed to be used to investigate overshoot at the end of the downward motion 
(by looking at the output of the optical index detector on the vertical input of an 
oscilloscope), vs undershoot. (I have not yet done this.) 



 

 

  An annoyance that remained was that, as mentioned earlier, the length of time, 
needed for the sample to arrive at the place where the spins are to relax (specified as the 
entered parameter "tes" for Tesla), could not be predicted and sent back to the Varian 
program in any simple way, and this time is important to know fairly precisely for 
relaxation at the very low fields, below 0.01 T, for 31P in vesicles, where relaxation rates 
could be very short.  The user (Mary Roberts) had to set the delay manually looking at an 
oscilloscope display set up for this purpose.  Finally I asked AMRW to generate a file to 
access the total sum of the delays, each as a member of an array containing the times 
required for the shuttle to go up or down for a given length of travel, which she could do 
because she had already programmed what I described above and understood (unlike, in 
all probability you, the reader) how it worked.  She produced a Varian program that did 
this , and we sent the file with the arrays of  times by Ethernet down to the Varian where 
we #included it in the Varian pulse sequence file Ats2, and called one of its elements for 
the extra delays.  This file would have to be recalculated any time the delay arrays in 
"16micro_08_10_delays.h " are recalculated with different accelerations, for example, 
but it would be relatively easy to do so.  This worked the first time; no more setting of 
delays manually by Mary Roberts. 
 You may wonder why we did not use the capability within the servo's integrated 
control system to get the shuttle to move from A to B, as developed by their no doubt 
skilled engineers.  Probably we should have.  But it would have involved a different level 
of communication with the circuits within the motor, and we would have had to spend 
time learning how to transmit more sophisticated instructions to the servo.  And what we 
did was not too hard and works reasonably well.  Had we used their internal software we 
might well have done a little better but perhaps only with a few % shorter round trip time.  
I did use some of their other modes in the early days but this is really just a guess.  

Output from the MP to the PC.  A short MP module 
"error_and_command_codes.h” specifies what message to put out on the screen when the 
MP goes between the two modes it supervises or is about to be turned off.  The MP sends 
code to the PC via RS232 plugs on both the Explorer and the PC.  The code is two bytes 
long, the first two of which always contains the number which tells the PC that this wants 
a screen message to be put out.  This number is no longer needed and is always 3 , and 
dates fron when we also used this RS232 line to help send info to the power supplies.  
The second byte contains a number from 8 to 11 which specifies what messages are to 
appear on the screen.  Other nubers can in principle be used to denote actual errors, and 
were useful for programming, but we hope not for the future.  
 Online PC program.  The only one is Powersupply.c which has to be turned on 
when the system is installed, otherwise the MP will hang. This acts on the short codes for 
on-screen messages as describe in the last paragraph above. The listing starts with an 
exhibit of a list of messages it can put on the screen, as an array of output strings of 
characters.  We only use numbers 7-10 (starting from zero). It looks scary until you 
realize that it only uses the set of lines after "if (commStat != 0) once to print "ready" on 
the screen, and then probably only reads the asked-for string of those listed in its opening 
library specified by the second byte sent over from the MP, as requested by the second 
from the last printf instruction.  The system hangs when this program is not started 
because this instruction normally sends back some acknowledgement signal when 
executed, and the MP program expects this and hangs when it doesn't get it.  But this 



 

 

hanging is a good feature, to remind the installer that the PC program has n ot started. 
 
 The other PC programs are off line and comments therein will explain them. 
 
 
Loading the MP.  The following is copied as a sheet of paper that is in the NMR lab near 
the PC.  Sorry, not yet prepared as of Sept. 2013,  
 

    


